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Abstract

Contrastive vision-language models such as CLIP are trained to align images and
text, not to represent taxonomies. Yet empirical studies show that CLIP embed-
dings exhibit hierarchical structure aligned with the hierarchy of semantic con-
cepts. A theoretical characterization of why such hierarchy emerges from a non-
hierarchical objective remains open. In this paper, we formalize this phenomenon
as Hierarchical Angular Separation (HAS), a geometric property whereby each
non-leaf concept embedding is more similar to its descendants than to off-branch
concepts. Empirically, we show that HAS holds approximately in raw images and
randomly initialized CLIP image embeddings, while in text embeddings it holds
approximately only after contrastive learning. To theoretically explain this asym-
metry, we analyze an unconstrained features model in which the image embed-
dings are fixed and only the text embeddings are trained. At the global minimizer,
the text-side HAS violation percentage at each anchor is at most the image-side
percentage of off-branch nodes that violate or nearly violate HAS. The key mech-
anism is the hierarchical co-occurrence structure of image-text pairs, which biases
text embeddings toward root-centered image prototypes. For a linear contrastive
loss, we derive a closed-form solution that makes this mechanism explicit. We
extend the analysis to the InfoNCE loss and establish analogous guarantees under
sufficient regularization. Synthetic experiments validate the theory and show that
HAS is transferred even beyond the regimes covered by our analysis.

1 Introduction

Given a collection of image-text pairs, Contrastive Language-Image Pretraining (CLIP) learns text
and image encoders by aligning paired embeddings and separating unpaired ones. The learned repre-
sentations enable strong transfer across tasks such as image classification, visual question answering,
and multimodal retrieval [1, 2, 3].

One possible explanation for this empirical success is that CLIP embeddings implicitly encode rich
semantic and geometric structure. In particular, embeddings of semantic concepts have been shown
to organize into linear subspaces [4, 5] and to reflect hierarchical relationships aligned with noun
hierarchies in WordNet [6, 7, 8, 9]. For example, a cat and a dog are both mammals, and a mammal
and a bird are both animals. Recent work has attempted to characterize such hierarchical struc-
ture through geometric conditions, for example via orthogonality relations between embeddings of
semantic concepts [10, 11]. However, these conditions fail to capture a fundamental property of
semantic hierarchies: a concept should be more similar to its descendants than to concepts from
unrelated branches [12, 13, 14, 7]. Empirical studies further suggest that CLIP image embeddings
encode hierarchy through separated subtrees [9], but this evidence does not quantify the extent of
such structure across models and scales, nor does it provide a principled explanation of its origin.
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Figure 1: How contrastive learning transfers hierarchy from image to text embeddings. Top-left: the
image prototypes are arranged so that each concept is closer to its descendants than to concepts in
other subtrees. The blue and red dotted lines indicate the boundary of the dog and cat subtrees,
respectively. Top-right: each image of a labrador is a noisy copy of the labrador prototype, and
its caption may pair with any concept on the path from the root to that leaf, so an image can be
captioned labrador, dog or animal. Bottom-left: the pairing also means that the caption dog
pairs with images of dog or any of its descendants, so the average of these images approaches the
mean of the dog subtree. Bottom-right: contrastive learning pulls each text embedding toward the
corresponding subtree mean, so the text embeddings inherit the image prototypes arrangement.

A natural hypothesis is that hierarchical structure is learned through contrastive learning: if one
modality encodes semantic relationships, alignment should transfer them to the other. Our experi-
ments show that the difference by modality. Approximate hierarchical structure is already present
in raw-pixel image data and survives random encoding, so randomly initialized CLIP image embed-
dings exhibit it before any training has occurred. In contrast, raw text consists of discrete symbols
whose semantic relationships are not reflected in their randomly initialized embeddings; any geo-
metric structure must therefore be learned through training.

These observations raise a central question: how does contrastive learning transform and propagate
hierarchical structure across modalities? In particular, why does alignment amplify and transfer
structure from image to text embeddings, rather than suppress it? While the origin of hierarchical
structure in image data remains unclear, our focus in this paper is on understanding how contrastive
learning transfers such structure to other modalities once it is present in one modality.

To study this phenomenon, we formalize hierarchical structure as a geometric property called Hier-
archical Angular Separation (HAS): given a taxonomy of concepts, an ancestor has higher cosine
similarity to each of its descendants than to any off-branch concept. We quantify violations from
this ordering using the HAS violation percentage (HAS-Viol): the percentage of off-branch con-
cepts that violate the HAS condition. Here, off-branch concepts exclude both the concept’s subtree
and its ancestors. Across CLIP models of varying scales and variants, image embeddings already
have low HAS-Viol at random initialization, whereas text embeddings have high HAS-Viol that
becomes low only after contrastive learning.

These empirical observations motivate the need for a theoretical analysis. However, analyzing con-
trastive learning with deep networks is challenging due to the non-convexity of the optimization
problem. To address this, we adopt the Unconstrained Features Model (UFM) [15, 16, 17], which
abstracts away the deep network by optimizing directly over last-layer features. Within this frame-
work, we show that hierarchical structure in image embeddings transfers to text embeddings under
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contrastive learning. The key mechanism, illustrated in Figure 1, is the hierarchical co-occurrence
structure of image-text pairs: although each image corresponds to a specific concept (e.g., dog), its
paired text may correspond to that concept or to one of its hypernyms (e.g., mammal, animal). This
structure induces a bias that propagates hierarchical relationships from image to text embeddings.

Paper Contributions. In this paper, we empirically characterize hierarchical structure in CLIP
embeddings and theoretically explain how contrastive learning transfers this structure from image
to text embeddings:

1. Empirical characterization of hierarchical structure. Using WordNet, we show that text em-
beddings have high HAS-Viol at random initialization and low HAS-Viol after pretraining,
while image embeddings already have low HAS-Viol at initialization. This reveals a systematic
asymmetry: hierarchy is learned in text but partly present in image embeddings prior to training.

2. Hierarchical co-occurrence transfers image geometry to text at the linear-loss optimum.
Under the UFM with hierarchical co-occurrence, we derive a closed-form minimizer of a linear
contrastive loss [18], showing that optimal text embeddings align with root-centered image proto-
types. The text-side HAS-Viol at each anchor is at most the image-side percentage of off-branch
nodes that violate or nearly violate HAS.

3. Extension to InfoNCE and robustness beyond theory. We establish an analogous bound on
text HAS-Viol for the InfoNCE loss used in CLIP under sufficient regularization. Furthermore,
we empirically show that transfer occurs even when the regularization condition does not hold.

2 Related Work

We discuss additional related work. Further discussion can be found in Appendix A.

Unconstrained Features Model. The UFM was originally used to explain Neural Collapse [19].
Subsequent work showed that the Simplex Equiangular Tight Frame is the unique optimal geometry
for cross-entropy with weight decay [15, 16, 17] and for supervised contrastive losses [20, 21].
However, these analyses focus on classification with mutually exclusive classes. We extend the
UFM to contrastive learning with hierarchically structured image-text pairings and characterize the
geometry that emerges at global minimizers.

Geometry of Representations in Foundation Models. Recent work has documented geometric
structure in pretrained embedding spaces. One line of work shows that semantic concepts form
linear or compositional subspaces [22, 23], exhibit hierarchical organization [10, 9, 7], or give rise
to phenomena such as the modality gap [24, 25]. Relatedly, Zhao and Thrampoulidis [26] infer
a semantic hierarchy from sign patterns in a learned concept basis for next-token prediction; we
instead study a given concept tree and explain how HAS transfers from image to text embeddings
during contrastive pretraining.

Learning Theory with Hierarchy Models. Another line of work studies how hierarchical latent
structure shapes learning and generation, including hierarchical concept learning in language mod-
els [27, 28], emergent properties under hierarchical contrastive learning [29], and phase transitions
in diffusion models signaling an underlying latent hierarchy [30, 31]. Closest to our work, several
papers [30, 32] analyze the Random Hierarchy Model, a supervised setting in which the sample for
a class is generated by a hierarchical composition of latent features. However, these works study
compositional hierarchies of features; we instead study hierarchies over object categories.

3 Hierarchical Angular Separation and Its Modality Asymmetry in CLIP

Pretraining creates a modality asymmetry in CLIP’s hierarchical structure: text embeddings acquire
the descendant-closer-than-off-branch ordering after training, whereas image embeddings exhibit it
approximately at initialization and it strengthens after training. We formalize this ordering as hierar-
chical angular separation (HAS) in Section 3.1 and measure it across CLIP variants in Section 3.2.
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3.1 Definition of Hierarchical Angular Separation

Datasets of natural images and language often contain semantic concepts that can be organized into
hierarchies. For example, a cat and a dog are both mammals, and a mammal and a bird are both
animals. Below, we introduce the notation used to describe such hierarchies.

Hierarchy. Let T = (V,E) be a rooted tree with |V | =M nodes, leaf set Vleaf ⊆ V , and root node
root ∈ V . Each u ∈ V corresponds to a synset (e.g., mammal). For u ∈ V , let Anc(u) denote its
strict ancestors, Desc(u) its strict descendants, and Sub(u) := {u} ∪Desc(u) the subtree rooted at
u.

Concept Embeddings. For each node k ∈ V , we associate a concept embedding ck ∈ Rd, and write
the embedding of the hierarchy T as the collection {ck : k ∈ V }. In practice, concept embeddings
are obtained using text and image encoders in two common ways: (1) instance aggregation [22, 33,
34], which averages all image embeddings zj ∈ Rd corresponding to a node u ∈ V (e.g., averaging
over all dog images to estimate the concept embedding for dog); (2) direct concept encoding [1, 23],
which encodes the concept string (e.g., image of a dog) to obtain a text embedding.

Hierarchical Angular Separation. We define HAS as a Euclidean notion of hierarchy based on
angular separation, applicable to either image or text embeddings. To make this precise, for non-zero
x,y ∈ Rd, we define cos(x,y) := x⊤y/(∥x∥∥y∥).
Definition 3.1 (Hierarchical Angular Separation (HAS)). The concept embeddings {ck}k∈V of
hierarchy T (obtained by either instance aggregation or direct concept encoding) satisfy HAS if for
every non-leaf node u ∈ V , every descendant v ∈ Desc(u), and every node outside the subtree and
not an ancestor, w /∈ Sub(u) ∪Anc(u), we have

cos(cu, cv) > cos(cu, cw). (1)

Nguyen et al. [9] use instance aggregation to estimate concept embeddings, and claim to have ob-
served subtree separation in pretrained CLIP image embeddings without specifying how.

HAS differs from prior hierarchy-learning objectives that prescribe hierarchical structure during
training. Hyperbolic entailment cones [12, 13, 14] and Poincaré embeddings [35] optimize non-
Euclidean embeddings with losses designed to enforce hierarchical relations. In contrast, and as we
compare in detail in Appendix B, we define HAS descriptively rather than prescriptively: Eq. (1)
is a Euclidean cosine inequality measured in the learned CLIP space, where the observed angles
determine the descendant cone around cu rather than the training objective imposing it. To quantify
how far a set of embeddings is from satisfying Definition 3.1, we use the following per-node metric.
Definition 3.2 (HAS Violation Percentage). For a non-root non-leaf node u, we first de-
fine the minimum cosine similarity between u and its least similar descendant as cu :=
minv∈Desc(u) cos(cu, cv). The HAS violation percentage at u is then the percentage of the set
of off-branch (not in the subtree and not an ancestor) nodes {w} that has a larger cosine similarity
with u than cu

HAS-Viol(u) :=
|{w /∈ Sub(u) ∪Anc(u) : cos(cu, cw) ≥ cu}|

|{w /∈ Sub(u) ∪Anc(u)}|
× 100%. (2)

HAS-Viol(u) = 0 for every non-root non-leaf u ∈ V if and only if HAS (Definition 3.1) holds.
We are now ready to measure HAS in CLIP embeddings.

3.2 Hierarchical Angular Separation in CLIP embeddings

We measure HAS-Viol on the ImageNet-1K training split [36] and the WordNet noun hierarchy
[6]. We evaluate both the text and image embeddings of two pretrained CLIP ViT-L/14 check-
points (OpenAI CLIP [1] and OpenCLIP [37] trained on DataComp-1B [38]) and a randomly ini-
tialized ViT-L/14. To reduce the effect of outliers, when determining the descendant cosine radius
minv∈Desc(u) cos(cu, cv), we replace it by the 95th-percentile cone boundary. Corresponding results
on ViT-B/32, ViT-B/16, ViT-L/14@336px, SigLIP2 [39], MetaCLIP2 [40], and on the CUB-200
taxonomy [41], are deferred to Appendix K.1.

Text embeddings: HAS is acquired through pretraining. In Figure 2 (top), both pretrained text
models have low violation percentages across depths, whereas the randomly initialized text model
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(a) Randomly initialized.

0 1 2 3 4 5 6 7 8
Hierarchy Depth

0

20

40

60

80

100

Vi
ol

at
io

n 
Pe

rc
en

ta
ge

 (%
)

(b) OpenAI CLIP.
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(c) OpenCLIP.
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(d) Randomly initialized.
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(e) OpenAI CLIP.
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(f) OpenCLIP.

Figure 2: Distribution of HAS-Viol(u) over the non-root, non-leaf nodes, grouped by depth on
ViT-L/14 CLIP embeddings. If the distribution of HAS-Viol(u) collapses to 0, HAS strictly holds
for V . Top: text embeddings show that HAS is acquired through pretraining. Bottom: image
embeddings show approximate HAS at random initialization and stronger HAS after pretraining.

has substantially larger violations across the tree. Hence, for text concept embeddings, HAS is a
learned property of contrastive pretraining. Additional results using instance aggregation concept
estimation reach the same conclusion (Appendix K.1).

Image embeddings: HAS is present in raw pixels and strengthened by pretraining. In Fig-
ure 2 (bottom), pretrained image embeddings have violation percentages concentrated near zero
across depths. The randomly initialized ViT-L/14 has substantially lower violations than randomly
initialized text embeddings, although its violations remain non-negligible.

Instance aggregation can spuriously lower HAS-Viol because an ancestor mean reuses the instances
in its descendant means. We remove this overlap by estimating each node from two disjoint image
splits, then compare each representation with a hierarchy-shuffled null that preserves its geometry
and aggregation procedure. We also include i.i.d. Gaussian vectors as a structure-free control, and
give the full protocol in Appendix K.1.1.

Table 1: Mean image-side HAS-Viol. Each representation is paired with its own hierarchy-shuffled
null because the chance level depends on the representation geometry. Null values report mean ±
standard deviation over five hierarchy shuffles. Table 3 presents a similar result after subtracting the
mean of all image embeddings.

Representation HAS violation (%) ↓ HAS violation shuffled (%) ↓
Raw pixels 26.51 50.95± 0.29
Randomly initialized ViT-L/14 27.88± 0.24 56.80± 0.42
Pretrained OpenAI CLIP ViT-L/14 2.95 32.93± 0.48
i.i.d. Gaussian vectors (d = 768) 76.02± 0.97 76.33± 0.93

In Table 1, raw pixels and randomly initialized image embeddings separate from their own hierarchy-
shuffled nulls, whereas Gaussian vectors do not. Approximate image-side HAS therefore comes
from the image data, is preserved by random encoding, and strengthens with contrastive pretraining,
while text-side HAS is acquired only through pretraining.
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4 Provable Transfer of Hierarchical Angular Separation from Image to Text
Embeddings

Motivated by the observed empirical asymmetry, we study how contrastive learning transfers pre-
existing image geometry to text. We use an Unconstrained Features Model (UFM) in which the
image embeddings are fixed and only the text embeddings are learned. Under hierarchical co-
occurrence, each text concept aggregates images from its descendant leaves, and contrastive learning
therefore aligns the text embedding with the corresponding root-centered image prototype. We first
derive this mechanism in closed form for a linear contrastive loss (Section 4.2), then show that regu-
larized symmetric InfoNCE inherits it under common assumptions (Section 4.3). We also show that
the transfer is robust to weaker regularization than required by theory (Section 4.4).

4.1 Setup and Notation

Hierarchical Image Prototypes and Samples. Continuing the notation of Section 3.1, we consider
a tree T = (V,E) together with an embedding {µk}k∈V of its nodes, as illustrated in Figure 1
(top-left). Each vector µk ∈ Rd, for k ∈ V , is called an image prototype.

Our transfer analysis compares the image-side margin of each prototype triplet with the perturbations
introduced by sampling and optimization. Because image embedding instances deviate from their
prototypes, we model the resulting finite-sample error as follows. We sample exactly c images per
leaf, for a total of N = c|Vleaf | images.
Assumption 4.1 (Prototype variation model). The image embeddings {zj}Nj=1 are sampled as zj =
µyj

+ εj , where yj ∈ Vleaf is the leaf node associated with image j and {εj}Nj=1 are independent,
zero-mean, σ-sub-Gaussian random vectors in Rd.

Hierarchical captions determine each concept’s positive images. For each node u ∈ V , let
Path(u) denote the root-to-u path. Each image j ∈ [N ] is paired with a fixed observed caption
node tj ∈ Path(yj) (Figure 1, top-right). For example, an image from the leaf labrador may be
captioned as labrador, dog, mammal, or animal.

For each node k ∈ V , define its empirical positive set and caption count by

Pk := {j ∈ [N ] : tj = k}, Nk := |Pk|. (3)

As shown in Figure 1 (bottom-left), the positive set of a non-leaf concept such as dog can pool
images across descendant leaves such as labrador and corgi.

Hierarchical co-occurrence distinguishes our UFM from non-hierarchical UFM analyses. Prior
UFM work for cross-entropy or supervised contrastive learning assumes mutually exclusive class
labels and analyzes the resulting Simplex ETF geometry [15, 16, 20, 21]. Here, each image still has
one caption, but that caption may be any concept along Path(yj) rather than only the mutually ex-
clusive leaf yj . The resulting dependencies across nodes allow each optimum to depend on subtree
prototype averages, making HAS, rather than a flat simplex, the relevant geometry.

The UFM optimizes only the text embeddings. Following the Unconstrained Features Model
(UFM) approach [16], we fix the observed image embeddings Z ∈ Rd×N and caption labels
{tj}Nj=1, and optimize the text concept embeddings A ∈ Rd×M . For a regularization coefficient
λ > 0, the objective is

min
A

Lcontr(A;Z) +
λ

2
∥A∥2F . (4)

Remark 4.2 (Relation to CLIP’s normalized formulation). In practice, CLIP normalizes embeddings
to the unit sphere, which bounds logits and guarantees finite minimizers. We instead use unnor-
malized embeddings with L2 regularization, following the standard UFM approach [16, 20, 21].
This substitution is motivated by tractability: normalization introduces non-convexity, which makes
analysis more complex. The regularization coefficient λ prevents unbounded growth of embedding
norms as a normalization operator does.

Next, we study the geometry of A∗ at the global minimizers of the contrastive objective (4). In
Section 4.2, we first analyze when the contrastive loss is a linear contrastive loss, which admits an
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exact minimizer in closed form. We use the closed-form minimizer to identify which image-side
triplet orderings are transferred and thereby bound the text-side HAS violation percentage.

4.2 Linear Contrastive Loss Analysis

To get a closed-form analysis of HAS transfer in a contrastive learning setting, we first consider the
linear contrastive loss of Ji et al. [18]. The symmetric linear contrastive loss Llin(A) is

−1

2

N∑
j=1

a⊤
tjzj −

1

M − 1

∑
k∈[M ]
k ̸=tj

a⊤
k zj + a⊤

tjzj −
1

N − 1

∑
j′∈[N ]
j′ ̸=j

a⊤
tjzj′

+
λ

2
∥A∥2F . (5)

Solving the first-order condition for Eq. (5) gives a unique minimizer. For each node k ∈ V with
Nk > 0, define the caption-paired empirical image mean z̄k := 1

Nk

∑
j∈Pk

zj , and define the

global empirical image mean z̄ := 1
N

∑N
j=1 zj . The optimal text embedding for k is a weighted

combination of these two means (Proposition E.1 and Corollary E.2 in Appendix E). The transfer
proof therefore reduces to identifying the prototype component of each caption-paired image mean.
We first make this identification exact with two simplifying assumptions: leaf-uniform coverage
makes each mean uniform over descendant leaves, and prototype consistency identifies that average
with the corresponding node prototype.
Assumption 4.3 (Leaf-uniform caption coverage). Every non-root node k ∈ V \{root} hasNk > 0,
and its positive set Pk contains the same number of images from each leaf in Sub(k) ∩ Vleaf .
Assumption 4.4 (Prototype consistency). For every node k ∈ V , the average of the prototypes over
leaves in Sub(k) ∩ Vleaf is exactly µk.

Using Assumptions 4.1, 4.3, and 4.4, we get a clean decomposition z̄k = µk+ε̄k and z̄ = µroot+ε̄,
where ε̄k := 1

Nk

∑
j∈Pk

εj and the global noise average is ε̄ := 1
N

∑N
j=1 εj , yielding the following

prototype form for the minimizer. The proof is deferred to Appendix E.
Corollary 4.5 (Prototype Form for the Linear Contrastive Loss). Suppose Assumptions 4.1, 4.3,

and 4.4 hold. For each non-root k, define ξlink :=
N
(

1
2(M−1)

+
Nk

2(N−1)

)
Nk(1+ 1

2(M−1)
+ 1

2(N−1) )
. Then every such k satisfies

alin,∗
k =

Nk

λ

(
1 +

1

2(M − 1)
+

1

2(N − 1)

)(
µk + ε̄k − ξlink (µroot + ε̄)

)
. (6)

In Corollary 4.5, we write alin,∗
k as a positive rescaling of µk plus a perturbation (Figure 1, bottom-

right). The perturbation consists of the deterministic root-centering term −ξlink µroot and the stochas-
tic variation term ε̄k − ξlink ε̄, which is controlled with high probability by Assumption 4.1. Positive
rescaling preserves cosine similarity, so transfer depends on how much the perturbation changes
each prototype triplet margin. We therefore bound the perturbation relative to the prototype norms
and identify which triplet orderings remain intact. Let ρmin := mink∈V \{root} ∥µk∥ denote the min-
imum non-root prototype norm. With ξlink from Corollary 4.5, define ξlinmax := maxk∈V \{root} |ξlink |
and δroot := ξlinmax∥µroot∥, the largest root-centering perturbation norm.

To compare violations across modalities, for a non-root non-leaf anchor u ∈ V , let HAS-Violtxt(u)
denote HAS-Viol evaluated on the optimal text embeddings. For non-zero non-root image proto-
types and τ ≥ 0, let HAS-Violimg

τ (u) denote the same metric evaluated on the prototypes with
their threshold cu lowered to cu− τ . Equivalently, HAS-Violimg

τ (u) is the percentage of off-branch
nodes at u whose worst-case triplet margin on the image prototypes is at most τ .
Theorem 4.6 (HAS Transfer for the Linear Contrastive Loss). Suppose Assumption 4.1 (sub-
Gaussian prototype variation), Assumption 4.3 (leaf-uniform caption coverage), and Assumption 4.4
(prototype consistency) hold, and suppose ρmin > 0. Let Nmin := mink∈V \{root}Nk be the mini-
mum non-root caption count. There exists a universal constant C > 0 such that the following holds
for every ϵ ∈ (0, 1). Define the combined error term

Dϵ := δroot + Cσ

(√
d+log(M−1)+log(4/ϵ)

Nmin
+ ξlinmax

√
d+log(4/ϵ)

N

)
. (7)
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IfDϵ < ρmin/4, then, with probability at least 1−ϵ, every non-root non-leaf anchor node u satisfies

HAS-Violtxt(u) ≤ HAS-Violimg
τϵ (u), τϵ :=

8Dϵ

ρmin
. (8)

We defer the proof to Appendix H. Under the assumptions, every image-side triplet with margin
greater than τϵ remains correctly ordered on the text side. Only triplets with image-side margin at
most τϵ can violate text-side HAS. We now turn to the InfoNCE loss [42].

4.3 InfoNCE Loss Analysis

In the same fixed-image-features setup, we test whether the transfer mechanism exposed by the
linear loss persists under regularized symmetric InfoNCE:

L(A) :=

N∑
j=1

1

2

(
− a⊤

tjzj + log

M∑
k=1

ea
⊤
k zj − a⊤

tjzj + log

N∑
j′=1

e
a⊤

tj
zj′

)
+
λ

2
∥A∥2F . (9)

The objective is λ-strongly convex, so its unique minimizer A∗ satisfies the softmax fixed-point
equation (Proposition F.2). Because this equation has no closed form, we analyze A∗ as λ→ ∞.

Proposition 4.7 (Large-Regularization Expansion). As λ→ ∞, for any k with Nk > 0,

a∗
k =

Nk

λ
z̄k − 1

λ

(
N

2M
+
Nk

2

)
z̄ +O(λ−2). (10)

As λ grows, A∗ shrinks and the softmax weights approach uniform. The fixed-point equation then
yields Eq. (10). We defer the proof to Appendix F. Substituting the prototype variation model into
Proposition 4.7 recovers the analogous prototype-plus-perturbation form of the linear minimizer
(Corollary F.3). We then obtain the following HAS transfer guarantee for InfoNCE.

For each non-root node k ∈ V \ {root} with Nk > 0, define the InfoNCE coefficient ξncek :=(
N
2M + Nk

2

)
/Nk from Proposition 4.7. For ϵ ∈ (0, 1), define Dnce

ϵ by recomputing the error term in
Eq. (7) with ξncek in place of ξlink throughout, including in ξlinmax and δroot, and with log(8/ϵ) in place
of log(4/ϵ).

Theorem 4.8 (HAS Transfer for InfoNCE). Suppose Assumptions 4.1, 4.3, and 4.4 hold and
ρmin > 0, and fix ϵ ∈ (0, 1). If 0 < Dnce

ϵ < ρmin/8, then there is a deterministic threshold
λ0(ϵ) > 0 such that, for every λ ≥ λ0(ϵ), with probability at least 1 − ϵ, every non-root non-leaf
anchor node u satisfies Eq. (8) with τϵ replaced by τnceϵ := 16Dnce

ϵ /ρmin.

Thus, regularized InfoNCE inherits the linear-loss transfer mechanism, and we defer the proof to
Appendix I. The large-λ condition is required for the analysis but not for the phenomenon: in Sec-
tion 4.4 we show that HAS transfer persists under substantially weaker regularization.

Extensions beyond the basic transfer model. In Appendix M, we quantify how caption imbal-
ance, inexact prototype consistency, and ancestor omission affect the linear-loss transfer guarantee.
Caption imbalance and prototype inconsistency add deterministic error terms, while independent an-
cestor omissions reduce the effective sample size and introduce random imbalance. In Appendix L,
we analyze one exact image-side update after the text-side update under the linear loss, and show
that averaging within caption groups reduces stochastic variation for image embeddings.

Limitations. Our analysis explains how pre-existing image geometry transfers to text under a sim-
plified model of contrastive learning. For tractability, we fix the image embeddings and replace
CLIP’s unit-norm constraints with quadratic regularization (Remark 4.2). The transfer guarantees
require perturbations small relative to the prototype norms; for InfoNCE, we additionally require
sufficiently large λ. In Section 4.4, we observe transfer under weaker regularization, but a theoret-
ical guarantee in that regime remains open. Beyond these fixed-image guarantees, our analysis of
one image-side update does not explain the full joint training dynamics or how approximate HAS
becomes exact. Explaining why hierarchical geometry is already present in image data also remains
outside the scope of our transfer analysis. We discuss further limitations in Appendix C.
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Figure 3: Synthetic validation of HAS transfer below the certified regularization. (a) L-BFGS
convergence at λ = 10−3: the main loss (left axis) and the text-side HAS-Viol (right axis) against
the training step. (b) The text-side HAS-Viol (left axis) converges much earlier than the prototype
alignment (right axis) does at the recovered minimizer.

4.4 Synthetic Validation Below Sufficient Regularization

Theorem 4.8 certifies transfer only for λ ≥ λ0(ϵ), so we test the predictions of Section 4.3 outside
that regime. On a synthetic image-prototype hierarchy, we minimize the InfoNCE objective (9) with
L-BFGS over a sweep of λ ∈ [10−5, 102], and we report HAS-Viol at the recovered minimizer to-
gether with prototype alignment, the minimum over non-root k of cos(a∗

k,µk). We present the full
setup in Appendix K.3. Transfer occurs below the certified regularization regime: violations vanish
at the recovered minimizer before prototype alignment saturates (Figure 3). The sufficient perturba-
tion bound for strict HAS transfer, obtained from Theorem 4.8, is also conservative: neither tested
root norm satisfies this bound, yet both yield nearly the same transition to zero violations. Violations
also remain small across different values of the root norm and variation strength (Appendix K.3).

5 Conclusion

In this paper, we studied how concept embeddings learned without explicit hierarchical supervision
encode the underlying concept hierarchy. We measured this property with Hierarchical Angular
Separation (HAS): for each non-leaf concept, a node has a higher cosine similarity to its descen-
dant concepts than to concepts outside its subtree. We first showed empirically that HAS holds
approximately in CLIP text embeddings only after pretraining, while it is already approximately
present in image embeddings at random initialization. To explain this phenomenon, we analyzed an
Unconstrained Features Model in which we freeze the image embeddings and train the text embed-
dings using either a linear contrastive loss or the InfoNCE loss with sufficient regularization. Under
hierarchical co-occurrence, we proved that the text-side HAS violation percentage at each anchor
is bounded by the image-side percentage of off-branch nodes whose worst-case descendant margin
is at most a perturbation threshold. Numerical experiments on synthetic concept hierarchies con-
firm these predictions and indicate that HAS is induced even at weaker regularization levels than
theoretically required. Our results suggest that multimodal contrastive learning transfers structure
already present in image geometry to text embeddings. Whether this mechanism extends beyond
hierarchy to sparse, low-rank, or compositional structure, and why image data exhibit hierarchy in
the first place, remain open questions.
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A Additional Related Work

Hierarchical Representation Learning. Traditionally, hierarchical information is explicitly en-
coded into models through specialized architectures or objectives. A popular approach is to em-
bed hierarchies in hyperbolic space, exploiting its exponential volume growth [35, 12, 13, 14, 43].
In contrast, we focus on analyzing when implicit hierarchical structure emerges in self-supervised
learning.

Contrastive Learning Theory. Theoretical analyses have connected contrastive objectives to spec-
tral decompositions of augmentation graphs [44, 45], and have shown that contrastive objectives can
invert the data-generating process [46]. A separate line of work provides theoretical and empiri-
cal evidence that self-supervised representations cluster at multiple hierarchical levels [47, 48]. By
contrast, we analyze how the contrastive loss interacts with hierarchical co-occurrence structures.

B Formalizations of Hierarchy in Embedding Spaces

Several prior works have formalized how an embedding of a rooted tree encodes the hierarchy. We
group these formalizations into two categories:
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• Prescriptive formalizations, which incorporate an explicit geometric constraint (e.g., a cone with
a chosen angle) into the training objective to enforce it.

• Descriptive formalizations, which characterize a property of the learned embeddings without
building it into the loss.

Our Definition 3.1 is descriptive: We state a pairwise cosine-similarity inequality to be verified
for trained embeddings. We compare with the closest prior work in Appendix B.1 and note other
formalizations in Appendix B.2.

B.1 Hyperbolic Entailment Cones

The most comparable prior formalization is the hyperbolic entailment cone line of work [12, 13, 14].
Each non-root embedding x is assigned a convex cone Cx with a half-angle ψ(x) specified as a
function of x, 1 and the loss penalizes violations of cone inclusion: descendants of u must lie inside
Cau

, while non-descendants must lie outside. The angle is thus determined in advance and enforced
as a training margin.

HAS can be viewed as a Euclidean version of this condition, but descriptive rather than prescriptive:
the pairwise inequality cos(au,av) > cos(au,aw) is equivalent to strict cone containment with the
angle determined by the nearest non-lineage embedding, so the angle is determined by the data
rather than imposed by the loss.

B.2 Other Formalizations

Poincaré embeddings. Nickel and Kiela [35] learn embeddings in the Poincaré ball via a soft-
ranking loss, yielding a hierarchical ordering of concepts (general concepts near the origin, specific
ones near the boundary) without an explicit descendant-vs-non-descendant inequality. In Defini-
tion 3.1, we make the inequality explicit.

Hyperbolic tree distortion and δ-hyperbolicity. A separate line of work formalizes hierarchy at the
metric level: Sala et al. [49] bound the distortion of the tree metric under a hyperbolic embedding,
and Adcock et al. [50] characterize tree-likeness via Gromov’s δ-hyperbolicity. These are metric
(distance-based) formalizations. In contrast, HAS is a directional (angle-based) one and makes no
claim about metric distortion.

C Limitations of the transfer model

Our analysis isolates how hierarchical image-caption co-occurrence transfers existing image geom-
etry to text. We discuss the scope of this mechanism and the assumptions that limit its application
to CLIP training.

Fixed image embeddings. The fixed-image UFM captures the direction of transfer suggested by
the observed modality asymmetry: hierarchical geometry is already weakly present in image em-
beddings, and text embeddings acquire it through contrastive learning. By optimizing text concept
embeddings directly, we can identify hierarchical image-caption co-occurrence as the mechanism
that aligns text embeddings with root-centered image prototypes. The model therefore explains how
an alignment objective can transfer hierarchical structure without explicit supervision. The limita-
tion is that assuming fixed image embeddings does not capture joint training dynamics. We also
replace CLIP’s unit-norm embeddings with unnormalized embeddings and quadratic regularization
for tractability (Remark 4.2).

Image embedding optimization analysis. The image-side extension in Appendix L identifies noise
reduction within caption groups after an exact text update followed by an exact image update un-
der the linear loss. How that mechanism affects subtree-aggregated image prototypes during joint
gradient descent, and how the initial image-side hierarchy arises, remain open.

Weak-HAS guarantees and empirical measurements. The main theorems bound text-side viola-
tions using the image-side percentage of off-branch nodes whose worst-case descendant margin is

1Ganea et al. [12] use ψ(x) = arcsin(K(1 − ∥x∥2)/∥x∥) in the Poincaré ball. Desai et al. [13] (MERU) adapt this
to the Lorentz model with learnable curvature c via arcsin(2K/(

√
c ∥xspace∥)). Pal et al. [14] (HyCoCLIP) use the MERU

angle with a multiplicative slack η.
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at most the transfer threshold. The guarantees require small perturbations relative to the prototype
norms. This sufficient condition fails for the real image prototypes examined in Appendix K.4, so
the observed transfer there is outside the certified regime. Deriving tighter guarantees, therefore,
remains an open problem.

Sufficient regularization for InfoNCE. The InfoNCE guarantee requires sufficiently large regular-
ization to control the remainder in the expansion around uniform softmax weights. Experiments in
Appendix K.3 show HAS transfer at weaker regularization, but do not extend the theorem to that
regime. A guarantee for weaker regularization, or for CLIP’s normalized objective, remains open.

D Supporting Lemmas

D.1 Softmax expansions

Lemma D.1 (Softmax partial derivatives). For K ≥ 1, define softmax : RK → RK by(
softmax(s)

)
j
:=

esj∑K
r=1 e

sr
, j ∈ [K]. (11)

Then, for every j, ℓ ∈ [K],

∂

∂sℓ

(
softmax(s)

)
j
=
(
softmax(s)

)
j

(
δjℓ −

(
softmax(s)

)
ℓ

)
, (12)

where δjℓ is the Kronecker delta, equal to 1 when j = ℓ and 0 otherwise.

Proof. Write

pj(s) :=
(
softmax(s)

)
j
=

esj

Z(s)
, Z(s) :=

K∑
r=1

esr . (13)

Differentiating with respect to sℓ and using the quotient rule gives

∂pj
∂sℓ

=

(
∂sℓe

sj
)
Z(s)− esj ∂sℓZ(s)

Z(s)2

=
δjℓe

sjZ(s)− esjesℓ

Z(s)2

=
esj

Z(s)

(
δjℓ −

esℓ

Z(s)

)
= softmax(s)j (δjℓ − softmax(s)ℓ) . (14)

Lemma D.2 (Quantitative softmax deviation from uniform). For K ≥ 1, define softmax : RK →
RK as in Lemma D.1. Then, for every s ∈ RK and every j ∈ [K],∣∣∣∣softmax(s)j −

1

K

∣∣∣∣ ≤ 2∥s∥. (15)

Proof. Let fj(s) := softmax(s)j . By Lemma D.1,

∇fj(s) = fj(s)
(
ej − softmax(s)

)
, (16)

where ej is the jth standard basis vector in RK . Since 0 ≤ fj(s) ≤ 1 and ∥ softmax(s)∥ ≤ 1, we
have ∥∇fj(s)∥ ≤ 2 for every s ∈ RK . By the fundamental theorem of calculus along the segment
{τs : τ ∈ [0, 1]},

fj(s)− fj(0) =

∫ 1

0

∇fj(τs)⊤s dτ. (17)

Therefore

|fj(s)− fj(0)| ≤
∫ 1

0

∥∇fj(τs)∥ ∥s∥ dτ ≤ 2∥s∥. (18)

Since fj(0) = 1/K, this proves Eq. (15).
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Lemma D.3 (Softmax near the zero vector). For K ≥ 1, define softmax : RK → RK by(
softmax(s)

)
j
:=

esj∑K
ℓ=1 e

sℓ
, j ∈ [K]. (19)

Let ∥·∥ denote the Euclidean norm on RK . Then
(
softmax(0)

)
j
= 1

K for every j ∈ [K]. Moreover,
if s → 0, then (

softmax(s)
)
j
=

1

K
+

1

K

(
sj −

1

K

K∑
ℓ=1

sℓ

)
+O(∥s∥2), (20)

uniformly over j ∈ [K]. In particular, if ∥s∥ = O(ε), then(
softmax(s)

)
j
=

1

K
+O(ε), (21)

uniformly over j ∈ [K].

Proof. At s = 0, all exponentials equal 1, so(
softmax(0)

)
j
=

1∑K
ℓ=1 1

=
1

K
. (22)

Since softmax is smooth on RK , Taylor’s theorem around 0 with fj(s) :=
(
softmax(s)

)
j

gives

fj(s) = fj(0) +∇fj(0)⊤s+O(∥s∥2). (23)

Equivalently,

(
softmax(s)

)
j
=
(
softmax(0)

)
j
+

K∑
ℓ=1

∂fj
∂sℓ

(0) sℓ +O(∥s∥2). (24)

By Lemma D.1,

∂

∂sℓ

(
softmax(s)

)
j
=
(
softmax(s)

)
j

(
δjℓ −

(
softmax(s)

)
ℓ

)
, (25)

so at s = 0 we obtain
∂fj
∂sℓ

(0) =
1

K

(
δjℓ −

1

K

)
. (26)

Therefore the linear term in the Taylor expansion is

∇fj(0)⊤s =
K∑
ℓ=1

1

K

(
δjℓ −

1

K

)
sℓ

=
1

K

(
sj −

1

K

K∑
ℓ=1

sℓ

)
. (27)

Moreover,

∣∣∇fj(0)⊤s∣∣ ≤ 1

K

(
|sj |+

1

K

∣∣∣∣∣
K∑
ℓ=1

sℓ

∣∣∣∣∣
)

≤ 1

K

(
∥s∥+ 1

K
∥1∥ ∥s∥

)
=

1

K

(
1 +

1√
K

)
∥s∥, (28)

where 1 ∈ RK is the all-ones vector. Thus the linear term is O(∥s∥). Substituting fj(0) = 1
K and

this expression for ∇fj(0)⊤s into the Taylor expansion yields Eq. (20). If ∥s∥ = O(ε), then the
linear term is O(ε) and the remainder is O(ε2), which gives the final claim.
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D.2 Prototype geometry and margin transfer

Lemma D.4 (Balanced Descendant Prototype Averaging). Assume the tree is balanced with branch-
ing factor b, and the prototypes {µk} are constructed as in Appendix J. Then for every node k, the
average of the leaf prototypes in the subtree rooted at k is exactly µk.

Proof. The claim is immediate for leaves. Now let k be an internal node with children c1, . . . , cb.
By construction,

µcj = µk +Udj , j = 1, . . . , b, (29)

where the embedded simplex offsets satisfy
∑b

j=1 dj = 0. Hence the child average is

1

b

b∑
j=1

µcj = µk +U

1

b

b∑
j=1

dj

 = µk. (30)

Because the tree is balanced, each child subtree contains the same number of leaves. Applying the
induction hypothesis within each child subtree therefore shows that the leaf-descendant average of
k is the same average of the child averages, hence equal to µk.

Lemma D.5 (Cosine stability under small perturbations). Let x,y ∈ Rd be nonzero, let ex, ey ∈
Rd, and set

ρ := min{∥x∥, ∥y∥}. (31)
If

max{∥ex∥, ∥ey∥} ≤ δ < ρ, (32)
then

|cos(x+ ex,y + ey)− cos(x,y)| ≤ 4δ

ρ
. (33)

Proof. For any nonzero z ∈ Rd and perturbation e with ∥e∥ < ∥z∥, define ν(z) := z/∥z∥. Then

∥ν(z + e)− ν(z)∥ =

∥∥∥∥ z + e

∥z + e∥
− z + e

∥z∥
+

z + e

∥z∥
− z

∥z∥

∥∥∥∥
≤
∥∥∥∥ z + e

∥z + e∥
− z + e

∥z∥

∥∥∥∥+ ∥∥∥∥z + e

∥z∥
− z

∥z∥

∥∥∥∥
=

∣∣∣∣∥z∥ − ∥z + e∥
∥z∥

∣∣∣∣+ ∥e∥
∥z∥

≤ ∥e∥
∥z∥

+
∥e∥
∥z∥

=
2∥e∥
∥z∥

, (34)

where the first inequality is the triangle inequality after adding and subtracting (z+e)/∥z∥, and the
second inequality is the reverse triangle inequality

|∥z∥ − ∥z + e∥| ≤ ∥e∥. (35)
Applying this bound with (z, e) = (x, ex) and (z, e) = (y, ey) gives

∥ν(x+ ex)− ν(x)∥ ≤ 2δ

ρ
, ∥ν(y + ey)− ν(y)∥ ≤ 2δ

ρ
. (36)

Therefore
|cos(x+ ex,y + ey)− cos(x,y)| =

∣∣ν(x+ ex)
⊤ν(y + ey)− ν(x)⊤ν(y)

∣∣
=
∣∣ν(x+ ex)

⊤ν(y + ey)− ν(x)⊤ν(y + ey) + ν(x)⊤ν(y + ey)− ν(x)⊤ν(y)
∣∣

≤
∣∣∣(ν(x+ ex)− ν(x))

⊤
ν(y + ey)

∣∣∣+ ∣∣ν(x)⊤ (ν(y + ey)− ν(y))
∣∣

≤ ∥ν(x+ ex)− ν(x)∥ ∥ν(y + ey)∥+ ∥ν(x)∥ ∥ν(y + ey)− ν(y)∥
= ∥ν(x+ ex)− ν(x)∥+ ∥ν(y + ey)− ν(y)∥

≤ 4δ

ρ
. (37)
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where the first inequality is the triangle inequality and the second inequality is Cauchy–Schwarz.

In Theorems 4.6 and 4.8, we compare two embedding families at a common anchor, so each quantity
defined below is written with a superscript for the family c = {ck}k∈V \{root} of nonzero vectors it
is evaluated on. The first of the two is the quantity that must be positive in Definition 3.1.
Definition D.6 (Admissible triplet and triplet margin). Write Ou := V \

(
Sub(u)∪Anc(u)

)
for the

off-branch set at u, which forms the denominator of Eq. (2), and call (u, v, w) an admissible triplet
if u ∈ V \{root} is non-leaf, v ∈ Desc(u), and w ∈ Ou. The triplet margin of an admissible triplet
under c is

γcuvw := cos(cu, cv)− cos(cu, cw). (38)

When admissible triplets exist for a family of nonzero image prototypes, define their global margin
by

γHAS := min
(u,v,w) admissible

γµuvw. (39)

The second definition is Definition 3.2 with its descendant threshold lowered by a slack.
Definition D.7 (Slack violation percentage). Let ccu := minv∈Desc(u) cos(cu, cv) be the descendant
threshold cu of Definition 3.2 evaluated on c. For a non-root non-leaf node u and a slack τ ≥ 0, the
slack-τ violation percentage is

HAS-Violcτ (u) :=
|{w ∈ Ou : cos(cu, cw) ≥ ccu − τ}|

|Ou|
× 100%, (40)

and we drop the subscript at τ = 0, writing HAS-Violc(u) := HAS-Violc0(u).

At τ = 0 the threshold is unchanged, so HAS-Violc(u) is exactly the violation percent-
age HAS-Viol(u) of Definition 3.2 for the family c. In the main text the superscript is a
mnemonic rather than a symbol: HAS-Violimg

τ (u) is HAS-Violµτ (u) on the image prototypes,
and HAS-Violtxt(u) is HAS-Violc(u) with c the optimal text embeddings under consideration.

The two definitions are connected through the identity minv∈Desc(u) γ
c
uvw = ccu − cos(cu, cw),

which holds for each fixed off-branch node w. The percentage HAS-Violcτ (u) is therefore the
percentage of off-branch nodes w whose worst-case triplet margin at anchor u is at most τ .

Lemma D.8 is the deterministic core shared by Theorems 4.6 and 4.8. It assumes nothing about the
prototype variation model, the observed captions, or the global margin γHAS , and all randomness
in either theorem enters only through the bound η on the perturbations.
Lemma D.8 (Per-triplet HAS margin preservation). Let ν = {νk}k∈V \{root} be reference vectors
with minimum norm ρνmin := mink ̸=root ∥νk∥ > 0 and, for each non-root node k, let ãk = ck(νk +
ek) for some scaling ck > 0 and perturbation ek ∈ Rd. Let η ≥ 0 satisfy

max
k ̸=root

∥ek∥ ≤ η < ρνmin, (41)

and set τ := 8η/ρνmin. Then:

(i) the family ã := {ãk}k ̸=root satisfies ãk ̸= 0 for every non-root node k, so the cosines in part
(ii) and the violation percentage in part (iii) are well defined;

(ii) every admissible triplet (u, v, w) with γνuvw > τ satisfies cos(ãu, ãv) > cos(ãu, ãw);

(iii) HAS-Violã(u) ≤ HAS-Violντ (u) for every non-root non-leaf node u.

Proof. (i) By Eq. (41) and the reverse triangle inequality, ∥νk + ek∥ ≥ ρνmin − η > 0 for every
non-root node k; since ck > 0, this gives ãk ̸= 0. The νk are nonzero by hypothesis, so every
cosine in parts (ii) and (iii) is taken between nonzero vectors.

(ii) Fix an admissible triplet (u, v, w) with γνuvw > τ . Positive rescaling leaves cosines unchanged,
so

cos(ãu, ãv) = cos(νu + eu,νv + ev), (42)
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and similarly with v replaced by w. By Eq. (41), we can apply Lemma D.5 to the pairs (u, v) and
(u,w) with δ = η and pairwise minimum norm at least ρνmin, so each of the two cosines differs from
its reference counterpart by at most 4η/ρνmin. Therefore

cos(ãu, ãv)− cos(ãu, ãw) ≥ cos(νu,νv)− cos(νu,νw)−
8η

ρνmin

= γνuvw − τ > 0. (43)

(iii) Fix a non-root non-leaf node u and supposew is counted in HAS-Violã(u), i.e., cos(ãu, ãw) ≥
cãu . Let v⋆ ∈ Desc(u) attain the minimum defining cãu . Then the HAS inequality fails for the
admissible triplet (u, v⋆, w), so the contrapositive of part (ii) gives γνuv⋆w ≤ τ . Therefore

cνu − cos(νu,νw) = min
v∈Desc(u)

γνuvw ≤ γνuv⋆w ≤ τ =⇒ cos(νu,νw) ≥ cνu − τ. (44)

Thus, the same w is counted in HAS-Violντ (u). Both percentages share the denominator |Ou|, so
the inclusion of the counted sets yields the claim.

Applied with ν = µ, part (iii) is the transfer inequality of Eq. (8). In Appendix G, we derive the
perturbation bound η for each loss.

D.3 Caption bias and sampling

The optimizer forms for both losses involve the same difference of empirical means. In
Lemma D.10, we separate that difference into prototype, caption-bias, and variation components,
and in Corollary D.11, we give the conditions under which the caption-bias component vanishes.
Definition D.9 (Empirical caption prototype and caption bias). Fix prototypes {µk}k∈V ⊂ Rd, leaf
labels yj ∈ Vleaf , and caption labels tj ∈ V for every j ∈ [N ], with Nk > 0 for every non-root node
k. The captions need not be path-consistent. Recall from Section 4.1 that Pk := {j ∈ [N ] : tj = k}
is the positive set of node k and Nk := |Pk|. The empirical caption prototype of node k and the
global prototype mean are

µ̄k :=
1

Nk

∑
j∈Pk

µyj
, µ̄ :=

1

N

N∑
j=1

µyj
, (45)

with associated caption biases bk := µ̄k − µk and b := µ̄− µroot.
Lemma D.10 (Empirical-mean decomposition). Fix prototypes, leaf labels, and caption labels as
in Definition D.9, and let ξk ∈ R for every non-root node k. Let zj = µyj

+ εj with arbitrary
εj ∈ Rd for every j ∈ [N ], and define ε̄k := N−1

k

∑
j∈Pk

εj for every non-root node k and

ε̄ := N−1
∑N

j=1 εj . Then, for every non-root node k,
z̄k = µk + bk + ε̄k, z̄ = µroot + b+ ε̄, (46)

and, for every non-root node k,
z̄k − ξkz̄ = µk − ξkµroot + bk − ξkb

+ ε̄k − ξkε̄.
(47)

Proof. Averaging zj = µyj +εj over Pk and over [N ] gives Eq. (46) by Definition D.9. Subtracting
ξkz̄ gives Eq. (47).

Lemma D.10 is an identity, so it holds for any observed captions; Appendix G uses it in that gener-
ality and adds the caption bias to the error term. The main theorems instead work in the symmetric
setting of Section 4.1, where the bias vanishes.
Corollary D.11 (Zero caption bias under symmetric captions). Fix prototypes, leaf labels, and cap-
tion labels as in Definition D.9, suppose the captions are path-consistent, and suppose Assump-
tion 4.3 (leaf-uniform caption coverage) and Assumption 4.4 (prototype consistency) hold. Then
µ̄k = µk, and hence bk = 0, for every non-root node k. If exactly c ∈ N>0 images are sampled
from each leaf, then also µ̄ = µroot and b = 0.

Proof. Path-consistency gives yj ∈ Sub(k) for every j ∈ Pk, and by Assumption 4.3 each such leaf
contributes equally many images. Hence µ̄k is the uniform average of the leaf prototypes in Sub(k),
which equals µk by Assumption 4.4, so bk = 0. With exactly c images per leaf, µ̄ is the uniform
average of all leaf prototypes, which equals µroot by the same assumption at the root, so b = 0.
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D.4 Concentration

Lemma D.12 (Concentration of finitely many empirical variation means). Let K be a finite index
set. Let {εj}Nj=1 be independent centered random vectors in Rd. Assume there exists σ > 0 such
that, for every j ∈ [N ] and every unit vector u ∈ Sd−1, the scalar u⊤εj is sub-Gaussian with
Orlicz norm at most σ. For each k ∈ K, let Ik ⊆ [N ] with sk := |Ik| > 0, and define

ε̄k :=
1

sk

∑
j∈Ik

εj , ε̄ :=
1

N

N∑
j=1

εj . (48)

For each k ∈ K, let ξk ∈ R, and define

ξmax := max
k∈K

|ξk|, smin := min
k∈K

sk. (49)

Then there exists a universal constant C > 0 such that, for every u ≥ 0, with probability at least
1− 4e−u,

max
k∈K

∥ε̄k − ξkε̄∥ ≤ Cσ

√d+ log |K|+ u

smin
+ ξmax

√
d+ u

N

 . (50)

Proof. For each fixed k ∈ K, apply the scalar Hoeffding-type tail bound for averages of independent
centered sub-Gaussian random variables to u⊤ε̄k for u ∈ Sd−1. A standard 1/2-net argument on
Sd−1 then gives a universal constant C > 0 such that, for every t ≥ 0,

Pr

(
∥ε̄k∥ > Cσ

√
d+ t

sk

)
≤ 2e−t (51)

The same argument with Ik = [N ] and sk = N gives

Pr

(
∥ε̄∥ > Cσ

√
d+ t

N

)
≤ 2e−t. (52)

Apply the first bound with t = u + log |K| and take a union bound over k ∈ K. Then, with
probability at least 1− 2e−u,

max
k∈K

∥ε̄k∥ ≤ Cσ

√
d+ log |K|+ u

smin
. (53)

The second bound with t = u gives, with probability at least 1− 2e−u,

∥ε̄∥ ≤ Cσ

√
d+ u

N
. (54)

Another union bound shows that both displayed bounds hold simultaneously with probability at least
1− 4e−u. On that event,

max
k∈K

∥ε̄k − ξkε̄∥ ≤ max
k∈K

∥ε̄k∥+ ξmax ∥ε̄∥ , (55)

where we used the triangle inequality and the bound |ξk| ≤ ξmax for every k ∈ K. Substituting
Eqs. (53) and (54) into this estimate gives Eq. (50).

Lemma D.13 (Maximum feature norm under sub-Gaussian variation). Suppose Assumption 4.1
holds, and define µleaf,max := maxℓ∈Vleaf

∥µℓ∥. Then there exists a universal constant C > 0 such
that, for every ϵ ∈ (0, 1), with probability at least 1− ϵ,

max
j∈[N ]

∥zj∥ ≤ µleaf,max + Cσ
√
d+ log(2N/ϵ). (56)

Proof. For each fixed j ∈ [N ], the same Hoeffding bound used in the proof of Lemma D.12 gives
Pr(∥εj∥ > Cσ

√
d+ u) ≤ 2e−u for a universal constant C > 0. Taking u = log(2N/ϵ) and

union bounding over j ∈ [N ] gives maxj∈[N ] ∥εj∥ ≤ Cσ
√
d+ log(2N/ϵ) with probability at

least 1 − ϵ. Absorbing the factor 2 into the universal constant and using ∥zj∥ ≤ ∥µyj∥ + ∥εj∥ ≤
µleaf,max + ∥εj∥ proves the claim.
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E Proofs for Intermediate Results in Linear Contrastive Loss Analysis

E.1 Closed-Form Minimizers for the Linear Contrastive Loss

The same label encoding governs the image-side update in Appendix L, so we state both fixed-side
minimizers together.
Proposition E.1 (Closed-Form One-side Minimizers for the Linear Contrastive Loss). Define the
assignment matrix Y ∈ {0, 1}M×N via Ykj := 1[tj = k]. Then define the label encoding matrix
B ∈ RM×N by

Bkj :=
1

2

(
Ykj −

1− Ykj
M − 1

)
+

1

2

(
Ykj −

Nk − Ykj
N − 1

)
. (57)

Then the unique minimizer of Eq. (5) is

Alin,∗ =
1

λ
ZB⊤. (58)

For any fixed A ∈ Rd×M and λZ > 0, the image-side quadratic −tr(A⊤ZB⊤) + λZ

2 ∥Z∥2F has
unique minimizer λ−1

Z AB over Z ∈ Rd×N .

We first rewrite Eq. (5) as

Llin(A) = −tr
(
A⊤ZB⊤)+ λ

2
∥A∥2F , (59)

with B as in Eq. (57).

Proof. Write the two terms in Eq. (5) as Llin
i2t(A) and Llin

t2i(A). Since Ykj = 1[tj = k], the image-
to-text term satisfies

Llin
i2t(A) = −1

2

N∑
j=1

a⊤
tjzj +

1

2(M − 1)

N∑
j=1

∑
k∈[M ]
k ̸=tj

a⊤
k zj

= −
M∑
k=1

N∑
j=1

1

2

(
Ykj −

1− Ykj
M − 1

)
a⊤
k zj . (60)

For the text-to-image term, fix k ∈ [M ] and j ∈ [N ]. The logit a⊤
k zj appears once in the positive

part when tj = k, and it appears in the negative pool once for each j′ ∈ [N ] \ {j} with tj′ = k.
Therefore the coefficient of a⊤

k zj in Llin
t2i(A) is

−1

2
Ykj +

1

2(N − 1)

∑
j′∈[N ]
j′ ̸=j

Ykj′ = −1

2

(
Ykj −

Nk − Ykj
N − 1

)
, (61)

because
∑

j′∈[N ]
j′ ̸=j

Ykj′ = Nk − Ykj by the definition of Nk. Hence

Llin
t2i(A) = −

M∑
k=1

N∑
j=1

1

2

(
Ykj −

Nk − Ykj
N − 1

)
a⊤
k zj . (62)

Adding the two terms and using Eq. (57) gives

Llin(A) = −
M∑
k=1

N∑
j=1

Bkja
⊤
k zj +

λ

2
∥A∥2F . (63)

Finally,

tr
(
A⊤ZB⊤) = M∑

k=1

a⊤
k

 N∑
j=1

Bkjzj

 =

M∑
k=1

N∑
j=1

Bkja
⊤
k zj , (64)

so the previous display is exactly Eq. (59). Differentiating with respect to A yields
∇ALlin(A) = λA−ZB⊤. (65)

Setting the gradient to zero gives Eq. (58), and the quadratic regularizer makes the minimizer unique.
For the image-side quadratic, ∇Z = λZZ−AB; setting this gradient to zero gives the stated image-
side minimizer, unique because λZ > 0.
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E.2 Proof of Corollary E.2 (Empirical Mean Form)

Corollary E.2 (Empirical Mean Form for the Linear Minimizer). Every node k ∈ [M ] withNk > 0
satisfies

alin,∗
k =

Nk

λ

(
1 +

1

2(M − 1)
+

1

2(N − 1)

)
z̄k − N

λ

(
1

2(M − 1)
+

Nk

2(N − 1)

)
z̄. (66)

Proof. Fix a node k ∈ [M ] with Nk > 0, and write

Pk := {j ∈ [N ] : tj = k}. (67)

By Eq. (57),

Bkj =

{
γ+k , j ∈ Pk,

−γ−k , j /∈ Pk,
(68)

where
γ+k := 1− Nk − 1

2(N − 1)
, γ−k :=

1

2(M − 1)
+

Nk

2(N − 1)
. (69)

Applying Proposition E.1,

alin,∗
k =

1

λ

N∑
j=1

Bkjzj

=
γ+k
λ

∑
j∈Pk

zj −
γ−k
λ

∑
j /∈Pk

zj . (70)

By definition, ∑
j /∈Pk

zj =

N∑
j=1

zj −
∑
j∈Pk

zj , (71)

so

alin,∗
k =

γ+k + γ−k
λ

∑
j∈Pk

zj −
γ−k
λ

N∑
j=1

zj . (72)

By definition of z̄k, ∑
j∈Pk

zj = Nkz̄k. (73)

N∑
j=1

zj = N z̄. (74)

Substituting these identities and using

γ+k + γ−k = 1 +
1

2(M − 1)
+

1

2(N − 1)
(75)

yields

alin,∗
k =

Nk

λ

(
1 +

1

2(M − 1)
+

1

2(N − 1)

)
z̄k − N

λ

(
1

2(M − 1)
+

Nk

2(N − 1)

)
z̄, (76)

which is Eq. (66).
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E.3 Proof of Corollary 4.5

Corollary 4.5 (Prototype Form for the Linear Contrastive Loss). Suppose Assumptions 4.1, 4.3,

and 4.4 hold. For each non-root k, define ξlink :=
N
(

1
2(M−1)

+
Nk

2(N−1)

)
Nk(1+ 1

2(M−1)
+ 1

2(N−1) )
. Then every such k satisfies

alin,∗
k =

Nk

λ

(
1 +

1

2(M − 1)
+

1

2(N − 1)

)(
µk + ε̄k − ξlink (µroot + ε̄)

)
. (6)

Proof. The observed captions are path-consistent by the setup in Section 4.1, and the same setup has
exactly c images per leaf. Under these hypotheses, Assumptions 4.3 and 4.4, and the decomposition
in Assumption 4.1, we can apply Lemma D.10 and Corollary D.11. By Assumption 4.3, we also
have Nk > 0 for every non-root node k, so we can apply Corollary E.2. Factor its empirical-mean
form using ξlink from Corollary 4.5, and substitute Eq. (47) with bk = b = 0 to obtain Eq. (6).

F Proofs of Intermediate Results in InfoNCE Loss Analysis

F.1 Proof of Lemma F.1 (Strong Convexity)

Lemma F.1 (Strong Convexity). The objective L(A) in Eq. (9) is λ-strongly convex in A. Therefore,
it has a unique global minimizer A∗.

Proof. First, each logit a⊤
k zj is linear in A. Then, the term −(linear in A)+log

∑
exp(linear in A)

is convex as the composition of log-sum-exp with linear maps. Finally, composition with the sum
over j ∈ [N ] and the regularizer λ

2 ∥A∥2F yield λ-strong convexity.

F.2 Proof of Proposition F.2 (Stationarity Condition)

Proposition F.2 (Stationary Condition). Define the softmax weights q
(j)
k (A) :=

ea
⊤
k zj/

∑M
k′=1 e

a⊤
k′zj and r

(j)
j′ (A) := e

a⊤
tj

zj′/
∑N

m=1 e
a⊤

tj
zm . The unique minimizer A∗ of

Eq. (9) satisfies, for each k ∈ [M ],

a∗
k =

1

λ

 ∑
j: tj=k

zj −
1

2

N∑
j=1

q
(j)
k (A∗)zj −

1

2

∑
j: tj=k

N∑
j′=1

r
(j)
j′ (A∗)zj′ .

 (77)

Proof. First, we compute the image-to-text gradients. The total i2t loss is

Li2t =

N∑
j=1

Li2t
j , (78)

where
Li2t
j = −a⊤

tjzj + log
∑
k′

ea
⊤
k′zj . (79)

Each term depends on ak both through the numerator (when tj = k) and the log-sum-exp denomi-
nator:

∇ak
Li2t
j = −1[tj = k] zj +

ea
⊤
k zj∑

k′ e
a⊤

k′zj
zj

=
(
−1[tj = k] + q

(j)
k

)
zj . (80)

Summing over j ∈ [N ] gives

∇ak
Li2t =

N∑
j=1

(
−1[tj = k] + q

(j)
k

)
zj = −

∑
j: tj=k

zj +

N∑
j=1

q
(j)
k zj . (81)
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Next, we compute the text-to-image gradients. The total t2i loss is

Lt2i =

N∑
j=1

Lt2i
j , (82)

where

Lt2i
j = −a⊤

tjzj + log

N∑
j′=1

e
a⊤

tj
zj′ . (83)

Since ak appears in Lt2i
j only when tj = k:

∇ak
Lt2i
j = 1[tj = k]

−zj +

∑N
j′=1 e

a⊤
tj

zj′ zj′∑N
m=1 e

a⊤
tj

zm


= 1[tj = k]

−zj +

N∑
j′=1

r
(j)
j′ zj′

 . (84)

Summing over j ∈ [N ] gives

∇ak
Lt2i =

∑
j: tj=k

−zj +

N∑
j′=1

r
(j)
j′ zj′

 . (85)

Finally, we combine Eqs. (81) and (85) and add the regularization gradient λak. Since A∗ is the
unique minimizer, it satisfies

∇ak
L =

1

2

(
∇ak

Li2t +∇ak
Lt2i)+ λa∗

k = 0. (86)

Substituting Eqs. (81) and (85) and rearranging yields Eq. (77).

F.3 Proof of Proposition 4.7 (Large-Regularization Expansion)

Proposition 4.7 (Large-Regularization Expansion). As λ→ ∞, for any k with Nk > 0,

a∗
k =

Nk

λ
z̄k − 1

λ

(
N

2M
+
Nk

2

)
z̄ +O(λ−2). (10)

Proof. Let Zmax := maxj∈[N ] ∥zj∥. Since
∑M

k=1 q
(j)
k (A∗) = 1 and

∑N
j′=1 r

(j)
j′ (A∗) = 1, we

obtain from Eq. (77)

∥a∗
k∥ ≤ 1

λ

NkZmax +
1

2

N∑
j=1

q
(j)
k (A∗)Zmax +

1

2

∑
j∈Pk

N∑
j′=1

r
(j)
j′ (A∗)Zmax


≤ 1

λ

(
Nk +

N

2
+
Nk

2

)
Zmax = O(λ−1). (87)

Therefore every logit (a∗
ℓ )

⊤zj is O(λ−1), uniformly over (ℓ, j) ∈ [M ] × [N ]. Hence the i2t logit
vectors

s(j) :=
(
(a∗

1)
⊤zj , . . . , (a

∗
M )⊤zj

)
∈ RM

and the t2i logit vectors
u(j) :=

(
(a∗

tj )
⊤zj′

)
j′∈[N ]

∈ RN

have all entries’ magnitudes of order O(λ−1), and therefore satisfy ∥s(j)∥, ∥u(j)∥ = O(λ−1), uni-
formly over the relevant indices. In particular, these norms converge to 0 as λ → ∞, so for all
sufficiently large λ they lie in a fixed neighborhood of 0 where we can apply Lemma D.3. Applying
that lemma with K =M and K = N , respectively, gives

q
(j)
k (A∗) =

1

M
+O(λ−1), r

(j)
j′ (A∗) =

1

N
+O(λ−1), (88)
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uniformly over the relevant indices. Substituting these expansions into Eq. (77) gives

a∗
k =

1

λ

∑
j∈Pk

zj −
1

2M

N∑
j=1

zj −
Nk

2N

N∑
j=1

zj

+O(λ−2)

=
Nk

λ
z̄k − 1

λ

(
N

2M
+
Nk

2

)
z̄ +O(λ−2), (89)

which is Eq. (10).

F.4 Proof of Corollary F.3 (Prototype Form)

Corollary F.3 (Prototype Form for the Large-Regularization Expansion). Suppose Assumptions 4.1,
4.3, and 4.4 hold. Then every non-root node k ∈ V \ {root} satisfies

a∗
k =

Nk

λ
(µk + ε̄k − ξncek (µroot + ε̄)) +O(λ−2). (90)

Proof. Recall the per-node global-mean coefficient

ξncek :=
N
2M + Nk

2

Nk
, k ∈ V \ {root}. (91)

The observed captions are path-consistent by the setup in Section 4.1, and the same setup has exactly
c images per leaf. Under these hypotheses, Assumptions 4.3 and 4.4, and the decomposition in
Assumption 4.1, we can apply Lemma D.10 and Corollary D.11. By Assumption 4.3, Nk > 0
for every non-root node k, so we can apply Proposition 4.7. Factor Eq. (10) using Eq. (91), and
substitute Eq. (47) with bk = b = 0 to obtain Eq. (90).

F.5 Quantitative Remainder for the InfoNCE Expansion

The asymptotic expansion identifies the leading empirical means; transfer at a specified regulariza-
tion level also requires a quantitative remainder bound.
Lemma F.4 (Quantitative remainder for the large-λ expansion). Let Zmax := maxj∈[N ] ∥zj∥, as-
sume Nk > 0 for every non-root node k, and let Nmin := mink∈V \{root}Nk. For each non-root
node k ∈ V \ {root}, with ξncek as in Eq. (91), define the prototype-form residual rk,λ ∈ Rd by

rk,λ :=
λ

Nk
a∗
k −

(
z̄k − ξncek z̄

)
. (92)

Under the hypotheses of Corollary F.3, z̄k − ξncek z̄ = µ̃k + ε̄k − ξncek ε̄ with µ̃k := µk − ξncek µroot,
so that, equivalently,

a∗
k =

Nk

λ

(
µ̃k + ε̄k − ξncek ε̄+ rk,λ

)
. (93)

Then there exists a deterministic constant Crem = Crem(M,N,Nmin), depending only on M , N ,
and Nmin, such that for every λ > 0,

max
k∈V \{root}

∥rk,λ∥ ≤ Crem Z
3
max

λ
. (94)

Proof. We first bound the difference between the KKT identity and its uniform-softmax approxima-
tion. For every non-root node k ∈ V \ {root}, define

ρk,λ := − 1

2λ

N∑
j=1

(
q
(j)
k (A∗)− 1

M

)
zj −

1

2λ

∑
j∈Pk

N∑
j′=1

(
r
(j)
j′ (A∗)− 1

N

)
zj′ . (95)

Substituting Eq. (95) into the stationarity condition in Eq. (77) gives

a∗
k =

Nk

λ
z̄k − 1

λ

(
N

2M
+
Nk

2

)
z̄ + ρk,λ. (96)
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From Eq. (77) and the identities
∑

k q
(j)
k (A∗) = 1,

∑
j′ r

(j)
j′ (A∗) = 1, we have

max
ℓ∈[M ]

∥a∗
ℓ∥ ≤ 1

λ

(
N + N

2 + N
2

)
Zmax =

2N Zmax

λ
. (97)

For each image index j ∈ [N ], each entry of the i2t logit vector s(j) has magnitude at most
∥a∗

ℓ∥ ∥zj∥ ≤ 2NZ2
max/λ. For each j ∈ [N ], each entry of the t2i logit vector u(j) has the same

upper bound. Hence

∥s(j)∥ ≤
√
M · 2N Z2

max

λ
, ∥u(j)∥ ≤

√
N · 2N Z2

max

λ
. (98)

Applying Lemma D.2 with K =M and K = N , respectively, gives∣∣∣q(j)k (A∗)− 1
M

∣∣∣ ≤ 2 ∥s(j)∥ ≤ c1(M,N)
Z2
max

λ
, (99)∣∣∣r(j)j′ (A∗)− 1

N

∣∣∣ ≤ 2 ∥u(j)∥ ≤ c1(M,N)
Z2
max

λ
, (100)

uniformly over the relevant indices, where c1(M,N) := 4N
√
M +N . Using the fact that ∥zj∥ ≤

Zmax and Eqs. (99)–(100),

∥ρk,λ∥ ≤ 1

2λ

(
N +NkN

)
· c1(M,N)

Z2
max

λ
· Zmax ≤ c2(M,N)Z3

max

λ2
, (101)

with c2(M,N) := N(1 +N) c1(M,N)/2.

By Eq. (91), the coefficient of z̄ in Eq. (96) equals Nkξ
nce
k /λ, and therefore we can rewrite Eq. (96)

as
a∗
k =

Nk

λ
(z̄k − ξncek z̄) + ρk,λ. (102)

Comparing this identity with the definition of rk,λ in Eq. (92) gives

Nk

λ
rk,λ = ρk,λ, (103)

and therefore ∥rk,λ∥ ≤ c2(M,N)Z3
max/(Nkλ). Since Nk ≥ Nmin for every non-root node k ∈

V \ {root},

max
k∈V \{root}

∥rk,λ∥ ≤ Crem Z
3
max

λ
, (104)

where Crem(M,N,Nmin) :=
c2(M,N)
Nmin

.

G Shared Transfer Argument

For λ > 0, write {ak} for the minimizer under consideration, Alin,∗ of Eq. (5) for the linear loss
and A∗ of Eq. (9) for InfoNCE. For both losses ak is a positive multiple of the empirical-mean
difference z̄k − ξkz̄: exactly so for the linear loss, and up to a remainder bounded by Lemma F.4
for InfoNCE. The two transfer proofs therefore share the same steps, which we present next. We
allow a caption bias throughout, so that the main theorems are the special case of zero bias and the
relaxations of Appendix M need only a bound on it.

In Lemma G.1 below, we need only a bound on the perturbation in a representation ak =
ck (µk + perturbation) with ck > 0. It has three components, the caption bias, the sampling noise,
and the finite regularization, which we define in turn below.

Recall from Definition D.9 that bk = µ̄k − µk and b = µ̄ − µroot, the gaps between the caption-
averaged prototypes and the true ones; by Eq. (47) the bias contributes bk − ξkb to the empirical-
mean difference. The transfer bound uses that contribution only through an upper bound on its
largest norm, so for fixed observed captions with non-root coverage and a fixed family of coefficients
{ξk ∈ R}k∈V \{root}, we call δbias ≥ 0 a caption bias value if

max
k ̸=root

∥bk − ξk b∥ ≤ δbias. (105)
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The smallest caption bias value is the left-hand side itself. We allow larger values so that we can
apply Lemma G.1 directly with an upper bound on this maximum in Appendix M.

The error terms Dϵ and Dnce
ϵ of the main theorems carry over unchanged. Throughout, ξk are the

coefficients of the loss under consideration, from Corollary 4.5 for the linear loss and Eq. (91) for
InfoNCE, and ξmax, Nmin, and δroot are evaluated at the observed captions and those coefficients,
and δbias is a caption bias value for them. Write Dϵ for the expression in Eq. (7) and Dnce

ϵ for its
InfoNCE counterpart defined before Theorem 4.8, using the universal constant from Lemma D.12.
Both expressions are defined for any observed captions with non-root coverage, regardless of caption
symmetry, so we use the same Dϵ and Dnce

ϵ in the biased setting here and in the symmetric setting
of the main theorems.

For InfoNCE we also choose a regularization threshold that makes the large-λ remainder no larger
than Dnce

ϵ . For ϵ ∈ (0, 1) and Dnce
ϵ > 0, define

Rϵ := max
ℓ∈Vleaf

∥µℓ∥+ Cmaxσ
√
d+ log(4N/ϵ), λ0(ϵ) :=

CremR
3
ϵ

Dnce
ϵ

, (106)

where Cmax > 0 is the universal constant from Lemma D.13 and Crem = Crem(M,N,Nmin) is the
deterministic constant from Lemma F.4. In particular, Rϵ is independent of the captions, whereas
λ0(ϵ) depends on the observed captions through Crem and Dnce

ϵ .

Recall the minimum non-root prototype norm ρmin := mink ̸=root ∥µk∥, which sets the scale of the
threshold below. For ϵ ∈ (0, 1), the total error term Dbias

ϵ and the margin threshold τbiasϵ it induces
are

Dbias
ϵ :=

{
Dϵ + δbias, linear contrastive loss,

2Dnce
ϵ + δbias, InfoNCE loss,

τbiasϵ :=
8Dbias

ϵ

ρmin
. (107)

The caption bias enters additively in both cases, and the factor 2 in the InfoNCE case appears be-
cause Dnce

ϵ bounds each of two terms, the perturbation from the empirical means and the large-λ
remainder.

In Lemma G.1, we assume neither Assumption 4.3 nor Assumption 4.4, and nothing about the global
margin γHAS ; the caption channel enters only through δbias.
Lemma G.1 (HAS transfer under a biased caption channel). Suppose Assumption 4.1 (sub-
Gaussian prototype variation) holds, ρmin > 0, and the observed captions are deterministic with
Nk > 0 for every non-root node k. Fix ϵ ∈ (0, 1), λ > 0, and a caption bias value δbias, and
suppose Dbias

ϵ < ρmin/4; in the InfoNCE case suppose also Dnce
ϵ > 0 and λ ≥ λ0(ϵ). Then, with

probability at least 1− ϵ, all of the following hold simultaneously:

(i) ak ̸= 0 for every non-root node k;

(ii) every admissible triplet (u, v, w) with γuvw > τbiasϵ satisfies cos(au,av) > cos(au,aw);

(iii) HAS-Violtxt(u) ≤ HAS-Violimg
τbias
ϵ

(u) for every non-root non-leaf node u, with

HAS-Violtxt(u) computed on {ak}k ̸=root.

Proof. Step 1: Decompose the optimal embeddings. Fix the observed captions and the coefficients
for the loss under consideration. For every non-root node k, set

ek := −ξkµroot + ε̄k − ξkε̄, b̃k := bk − ξkb. (108)

Under coverage, we apply Corollary E.2 for the linear loss and Lemma F.4 for InfoNCE to write
ak as a positive multiple of z̄k − ξkz̄ plus the remainder. Under Assumption 4.1, every sample
satisfies zj = µyj + εj , which is the form required by Lemma D.10. Substituting Eq. (47) into
those empirical-mean forms gives

ak = ck

(
µk + ek + b̃k + rk,λ

)
, (109)

where ck = Nk

λ

(
1 + 1

2(M−1) +
1

2(N−1)

)
and rk,λ = 0 for the linear loss, whereas ck = Nk/λ and

rk,λ is defined by Eq. (92) for InfoNCE. In both cases, coverage and λ > 0 give ck > 0, and by
Eq. (105), maxk ̸=root ∥b̃k∥ ≤ δbias.
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Step 2: Bound the stochastic deviation. For a failure probability p ∈ (0, 1), define

ηp := Cσ

√d+ log(M − 1) + log(4/p)

Nmin
+ ξmax

√
d+ log(4/p)

N

 , (110)

and let Ep := {maxk ̸=root ∥ε̄k−ξkε̄∥ ≤ ηp}. The observed captions are deterministic and have cov-
erage, so the index sets Pk are fixed and nonempty, and the variations εj are independent, centered,
and sub-Gaussian by Assumption 4.1. Apply Lemma D.12 with K = V \{root}, Ik = Pk for every
k ∈ K, the fixed coefficients ξk, and u = log(4/p). Since |K| = M − 1 and mink∈K |Ik| = Nmin,
we obtain Pr(Ep) ≥ 1− p from Eq. (50). On Ep, Eq. (108) and the triangle inequality give

max
k ̸=root

∥ek∥ ≤ δroot + ηp. (111)

For the linear loss, choose p = ϵ. Then δroot + ηϵ = Dϵ and the remainder is zero, so the total
perturbation in Eq. (109) is at most Dϵ + δbias = Dbias

ϵ with probability at least 1− ϵ.

Step 3: Control the InfoNCE remainder. For InfoNCE, choose p = ϵ/2 in Step 2, so δroot+ηϵ/2 =
Dnce

ϵ . Under Assumption 4.1, we can also apply Lemma D.13 with failure probability p = ϵ/2. Thus
Fϵ := {maxj∈[N ] ∥zj∥ ≤ Rϵ} has probability at least 1−ϵ/2. On Fϵ, by Lemma F.4 and Eq. (106),
for every λ ≥ λ0(ϵ),

max
k ̸=root

∥rk,λ∥ ≤ CremR
3
ϵ

λ
≤ Dnce

ϵ . (112)

The union bound gives Pr(Eϵ/2 ∩Fϵ) ≥ 1− ϵ; independence of these events is not needed. On their
intersection, the total perturbation is at most 2Dnce

ϵ + δbias = Dbias
ϵ .

Step 4: Apply the per-triplet transfer bound. For either loss, we have established an event of
probability at least 1− ϵ on which

max
k ̸=root

∥ek + b̃k + rk,λ∥ ≤ Dbias
ϵ < ρmin/4 < ρmin. (113)

Apply Lemma D.8 with reference vectors νk = µk, the positive scalings ck in Eq. (109), and the
total perturbations ek + b̃k + rk,λ. With η = Dbias

ϵ its threshold is τ = 8Dbias
ϵ /ρmin = τbiasϵ , so

parts (i), (ii), and (iii) of that lemma are claims (i), (ii), and (iii).

H Proof of Hierarchical Angular Separation Transfer for the Linear
Contrastive Loss

Theorem 4.6 (HAS Transfer for the Linear Contrastive Loss). Suppose Assumption 4.1 (sub-
Gaussian prototype variation), Assumption 4.3 (leaf-uniform caption coverage), and Assumption 4.4
(prototype consistency) hold, and suppose ρmin > 0. Let Nmin := mink∈V \{root}Nk be the mini-
mum non-root caption count. There exists a universal constant C > 0 such that the following holds
for every ϵ ∈ (0, 1). Define the combined error term

Dϵ := δroot + Cσ

(√
d+log(M−1)+log(4/ϵ)

Nmin
+ ξlinmax

√
d+log(4/ϵ)

N

)
. (7)

IfDϵ < ρmin/4, then, with probability at least 1−ϵ, every non-root non-leaf anchor node u satisfies

HAS-Violtxt(u) ≤ HAS-Violimg
τϵ (u), τϵ :=

8Dϵ

ρmin
. (8)

Proof. Step 1: Establish zero caption bias. The observed captions are path-consistent by the setup
in Section 4.1, and the same setup has exactly c images per leaf. By Corollary D.11 together with
Assumptions 4.3 and 4.4, bk = 0 for every non-root node k and b = 0. Therefore, by Eq. (105),
δbias = 0 is a caption bias value for the linear-loss coefficients.

Step 2: Bound the error term. We obtain non-root coverage from Assumption 4.3 and the required
variation model from Assumption 4.1, and we assume ρmin > 0 and Dϵ < ρmin/4 in the theorem.
With δbias = 0, we have Dbias

ϵ = Dϵ < ρmin/4 by Eq. (107).

Step 3: Apply the shared transfer lemma. We can apply Lemma G.1 with τbiasϵ = 8Dϵ/ρmin =
τϵ. Its part (iii) gives Eq. (8) with probability at least 1 − ϵ; parts (i) and (ii) also establish nonzero
optimal embeddings and preservation of every admissible triplet with margin greater than τϵ.
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I Proof of Hierarchical Angular Separation Transfer for the InfoNCE Loss

Theorem 4.8 (HAS Transfer for InfoNCE). Suppose Assumptions 4.1, 4.3, and 4.4 hold and
ρmin > 0, and fix ϵ ∈ (0, 1). If 0 < Dnce

ϵ < ρmin/8, then there is a deterministic threshold
λ0(ϵ) > 0 such that, for every λ ≥ λ0(ϵ), with probability at least 1 − ϵ, every non-root non-leaf
anchor node u satisfies Eq. (8) with τϵ replaced by τnceϵ := 16Dnce

ϵ /ρmin.

Proof. Step 1: Establish zero caption bias. The observed captions are path-consistent by the setup
in Section 4.1, and the same setup has exactly c images per leaf. By Corollary D.11 together with
Assumptions 4.3 and 4.4, bk = 0 for every non-root node k and b = 0. Therefore, by Eq. (105),
δbias = 0 is a caption bias value for the InfoNCE coefficients.

Step 2: Bound the error term. We obtain non-root coverage from Assumption 4.3 and the required
variation model from Assumption 4.1. The theorem hypothesis 0 < Dnce

ϵ < ρmin/8 gives Dbias
ϵ =

2Dnce
ϵ < ρmin/4 and makes the deterministic threshold in Eq. (106) positive and finite.

Step 3: Apply the shared transfer lemma. For every λ ≥ λ0(ϵ), we can therefore apply
Lemma G.1 with τbiasϵ = 16Dnce

ϵ /ρmin = τnceϵ . Its part (iii) gives Eq. (8) at τnceϵ with proba-
bility at least 1− ϵ; parts (i) and (ii) also establish nonzero optimal embeddings and preservation of
every admissible triplet with margin greater than τnceϵ .

J Step-by-step construction of a Hierarchical Concept Embedding

In this section, we provide an explicit construction for the hierarchical prototypes {µk}k∈V used
in our theoretical analysis, introduced by Nguyen et al. [9]. Throughout this section the tree T of
Section 3.1 is balanced with depth L ≥ 2 and branching factor b ≥ 2, so every non-leaf node has
b children and there are m = bL leaves. The construction has the following properties: (i) the
displacement µk − µp from each strict ancestor p to a non-root node k is orthogonal to µp, (ii)
sibling prototypes {µu(j)}bj=1 form a regular simplex around their parent µu, and (iii) every child
µu(j) is located in a fixed half-angle cone around its parent µu. The prototypes satisfy the averaging
property in Lemma D.4, while the angle schedule in Proposition J.1 also ensures a positive HAS
margin.

Fix an internal node u ∈ V at depth l := d(u) ≥ 0 with children u(1), . . . , u(b), and write
π0(u), π1(u), . . . , πl(u) for the ancestors of u along the root-to-u path, with πl(u) = u. Assume
the ancestor prototypes µπ0(u), . . . ,µπl(u) have already been constructed and stack them into the
matrix

Au :=
[
µπ0(u) µπ1(u) · · · µπl(u)

]
∈ Rd×(l+1). (114)

The construction below produces the b child prototypes {µu(j)}bj=1 and proceeds inductively starting
from any nonzero root prototype µroot ∈ Rd.

J.1 Geometric requirements

The child prototypes are required to satisfy the following three conditions, where θl ∈ (0, π/2) is a
fixed cone half-angle for depth-l children.

(R1) Hierarchical orthogonality. For every ancestor πk(u), k = 0, . . . , l, and every child j =
1, . . . , b, (

µu(j) − µπk(u)

)⊤
µπk(u) = 0. (115)

(R2) Regular (b−1)-simplex on siblings. With the parent µu as the simplex centroid,

(
µu(j) − µu

)⊤(
µu(k) − µu

)
=

{
λ2l , j = k,

−λ2l /(b− 1), j ̸= k,
(116)

for a scale λl > 0 chosen below.

(R3) Cone half-angle around the parent. For every j = 1, . . . , b,

∠
(
µu(j) ,µu

)
= θl. (117)
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J.2 Feasible subspace and depth–dimension condition

The ancestor orthogonality conditions in (R1) intersect in the affine subspace

Vu :=
{
x ∈ Rd : A⊤

u x = zu
}
, zu :=

[
∥µπ0(u)∥

2, . . . , ∥µπl(u)∥
2
]⊤
. (118)

When the ancestor prototypes are linearly independent, dimVu = d− (l+1). Embedding a regular
(b−1)-simplex inside Vu for every internal node up to depth L − 1 therefore requires the depth–
dimension condition

d ≥ L+ b− 1, (119)
which makes the trade-off explicit: L dimensions are absorbed by the ancestor-orthogonality con-
straints down to depth L− 1, while the regular (b− 1)-simplex of siblings requires b− 1 additional
dimensions [9].

Limits on hierarchy depth. Eq. (119) is necessary but not sufficient. Because each child is sep-
arated from its parent by a fixed angle θl (see (R3)), the children’s cones must be nested inside
their parent’s cone. This, in turn, forces the half-angles {θl}L−1

l=0 to shrink monotonically with depth
and to satisfy a recursive feasibility constraint coupling θl, θl−1, and the branching factor b. As L
increases, the admissible cone angles collapse and the inter-prototype margin γHAS degrades, estab-
lishing an effective upper bound on the depth L for a fixed embedding dimension d while preserving
HAS. For the full analysis on the precise depth-angle-dimension trade-off and the resulting bound
on L, we refer the reader to Nguyen et al. [9]. The dimension condition in Eq. (119) makes the
orthogonal simplex construction feasible, but a positive HAS margin also requires control of the
angles across depths. In Proposition J.1, we give a sufficient decay schedule for this construction.

J.3 Construction

We construct {µu(j)}bj=1 in five steps.

1. Origin in Vu [ for (R1) ]. Take the parent itself, gu := µu. Hierarchical orthogonality of µu to
all its ancestors (inductively) gives µ⊤

uµπk(u) = ∥µπk(u)∥2 for every k ≤ l, so gu ∈ Vu.
2. Orthonormal basis of the offset directions [ for (R1) ]. Because d − l − 1 ≥ b − 1 for every

internal node at depth l ≤ L − 1 by Eq. (119), choose Uu ∈ Rd×(b−1) with A⊤
uUu = 0 and

U⊤
uUu = Ib−1, e.g. by taking any b − 1 left singular vectors spanning ker(A⊤

u ). Any vector in
gu + range(Uu) lies in Vu and therefore satisfies (R1).

3. Canonical regular simplex in Rb−1 [ for (R2) ]. Choose vectors d̃1, . . . , d̃b ∈ Rb−1 forming a
centered regular simplex:

b∑
j=1

d̃j = 0, d̃⊤
j d̃k = 1[j = k]− 1

b
, j, k ∈ [b]. (120)

4. Scale to enforce the cone condition [ for (R3) ]. Set

λl := ∥µu∥ tan θl, dj := λl√
(b−1)/b

d̃j , j ∈ [b], (121)

so that ∥dj∥ = λl and d⊤
j dk = −λ2l /(b− 1) for j ̸= k, satisfying (R2).

5. Embed and translate.

µu(j) := µu +Uu dj , j = 1, . . . , b. (122)

J.4 Properties

Compatibility with the assumptions. Iterating the construction from the root to all leaves gives a
set of prototypes {µk}k∈V where (i) for every non-root node k and strict ancestor p, the displace-
ment µk −µp is orthogonal to µp, and (ii) the children of any internal node form a centered regular
simplex around their parent. Property (i) yields ∥µk∥ > 0 for every non-root k provided the depth-
wise scales ∥µu∥ tan θl are positive, so ρmin > 0. Under the angle schedule in Proposition J.1,
the prototypes also have γHAS > 0. Property (ii) is exactly the centered-simplex hypothesis used
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in Lemma D.4, so the descendant average of leaf prototypes equals the ancestor prototype. As this
holds for every internal node, the resulting set of prototypes is consistent with Assumption 4.4.

The centroid property holds for any choice of the angles, whereas a positive HAS margin needs
separation between descendants and off-branch nodes.
Proposition J.1 (Positive HAS margin under geometric angle decay). Suppose the prototypes are
constructed as in Appendix J.3 with 0 < θ0 < π/2 and some q such that

0 < q ≤ 1/4, (123)
θr+1 ≤ qθr (r ∈ {0, . . . , L− 2}). (124)

Then the global margin γHAS of Eq. (39) is positive, so the prototype family satisfies HAS.
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Proof. Fix an admissible triplet (u, v, w), let p be the lowest common ancestor of u andw, and write
l := d(p). The nodes u and w lie below distinct children a and a′ of p. By Eqs. (116) and (117),
their sibling angle αl := ∠(µa,µa′) satisfies

cosαl =
µ⊤

a µa′

∥µa∥∥µa′∥
(definition of αl)

=
∥µp∥2 + (µa − µp)

⊤(µa′ − µp)

∥µp∥2 + λ2l
(by Eqs. (115) and (116))

=
∥µp∥2 − λ2l /(b− 1)

∥µp∥2 + λ2l
(by Eq. (116))

=
1− λ2l /((b− 1)∥µp∥2)

1 + λ2l /∥µp∥2
(dividing by ∥µp∥2)

=
1− tan2 θl/(b− 1)

1 + tan2 θl
(by Eq. (121))

= cos2 θl −
sin2 θl
b− 1

(multiplying by cos2 θl)

< cos θl (since 0 < cos θl < 1 and b ≥ 2)
⇐⇒ αl > θl (since cosine decreases on [0, π]). (125)

Set Tl :=
∑L−1

j=l+1 θj . Applying the angle triangle inequality first through u and then through w
gives

αl ≤ ∠(µa,µu) + ∠(µu,µa′)

≤ ∠(µa,µu) + ∠(µu,µw) + ∠(µw,µa′).

By Eq. (117) and repeated angle triangle inequalities along the three ancestor–descendant paths,

∠(µu,µa) ≤
∑d(u)−1

j=l+1 θj ≤ Tl,

∠(µw,µa′) ≤
∑d(w)−1

j=l+1 θj ≤ Tl,

∠(µu,µv) ≤
∑d(v)−1

j=d(u) θj ≤ Tl.

Rearranging the sibling-angle bound and applying these path bounds gives
∠(µu,µw) ≥ αl − ∠(µu,µa)− ∠(µw,µa′)

≥ αl − Tl − ∠(µw,µa′) (since ∠(µu,µa) ≤ Tl)
≥ αl − 2Tl (since ∠(µw,µa′) ≤ Tl)

∠(µu,µw)− ∠(µu,µv) ≥ αl − 2Tl − ∠(µu,µv)

≥ αl − 3Tl (since ∠(µu,µv) ≤ Tl). (126)
It remains to show that 3Tl < αl. Since q > 0 by Eq. (123), iterating Eq. (124) gives θl+m ≤ qmθl
for every m ∈ {1, . . . , L− l − 1}. Thus

3Tl = 3

L−1∑
j=l+1

θj (definition of Tl)

≤ 3θl

L−l−1∑
m=1

qm (by Eq. (124))

≤ 3θl

∞∑
m=1

qm (since q > 0 by Eq. (123))

=
3q

1− q
θl (geometric series)

≤ θl (since q ≤ 1/4 by Eq. (123))
< αl (by Eq. (125)). (127)

Thus the angle margin is positive. Cosine decreases with angle on [0, π], so the triplet margin is
positive. Since L ≥ 2 and b ≥ 2, admissible triplets exist, and their margin is positive.
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K Additional Experiments

All experiments are run on a server equipped with NVIDIA RTX A5000 GPUs (24 GB memory
each). The CLIP empirical evaluations of Section 3.2 use publicly released CLIP checkpoints
over the ImageNet-1K training set and the WordNet hierarchy. The synthetic experiments of Ap-
pendix K.3 run on a single A5000.

K.1 Hierarchical Angular Separation on CLIP embeddings

K.1.1 Controls and robustness checks for approximate image-side HAS

Table 1 measures every representation under the disjoint-split protocol of Appendix K.2: we par-
tition the images in each ImageNet-1K leaf into even and odd halves, estimate every node em-
bedding from each half separately by descendant-leaf-weighted instance aggregation, and average
HAS-Viol over the two directions. For raw pixels, we apply CLIP’s resize, center-crop, and
channel-normalization preprocessing without an encoder and flatten each image into a 150,528-
dimensional vector. The Gaussian control instead draws independent isotropic vectors in R768 with
the same per-leaf sample counts. Every condition uses the WordNet hierarchy, anchor set, and 95th-
percentile cone boundary of Section 3.2, and its hierarchy-shuffled null reassigns leaf groups within
that hierarchy while preserving the representation and the aggregation procedure.

The randomly initialized row of Table 1 averages three ViT-L/14 weight samplings, so it leaves open
whether weak HAS at random initialization depends on the architecture. We therefore repeat the
measurement across visual backbones, with at least three independent weight samplings each.

Table 2: Approximate image-side HAS at random initialization across visual backbones, measured
with the disjoint-split protocol. Each backbone is evaluated with n independent weight samplings,
and both columns report the mean ± sample standard deviation across those samplings; each sam-
pling’s null is itself a mean over five hierarchy shuffles. The ViT-L/14 row is the randomly initialized
row of Table 1.

Backbone n HAS violation (%) ↓ HAS violation shuffled (%) ↓
ViT-B/16 6 28.55± 0.34 57.20± 0.07
ViT-B/32 3 29.58± 0.13 57.39± 0.15
ViT-L/14 3 27.88± 0.24 56.80± 0.12
ViT-H/14 3 27.63± 0.56 56.62± 0.03
RN50 3 28.53± 1.66 59.45± 1.44

ViT-L/14@336 1 27.83 56.83± 0.33

Across architectures and random seeds, the violation rate of every backbone is far below its own
shuffled null.

K.1.2 Robustness to removing the global image mean

Because CLIP embeddings occupy a narrow cone, a shared mean direction could inflate raw cosine
similarities and confound hierarchical separation with cone narrowness (Table 1). In our analysis,
this direction corresponds to the theoretical root-centering term: in Corollary 4.5, each optimal
text embedding is shifted by ξlink µroot, which the empirical image mean z̄ = 1

N

∑N
j=1 zj from

Section 4.2 estimates under Assumptions 4.3 and 4.4. To remove this conical offset, we subtract z̄
from each instance before prototype aggregation (which is mathematically equivalent to subtracting
it from count-weighted leaf means) and center each half in the disjoint-split protocol by its own
mean. Because mean subtraction alters the angles, we recalculate the hierarchy-shuffled null for
each centered representation.

As reported in Table 3, hierarchical separation from the shuffled null persists across all representa-
tions after mean-centering. Raw pixels and randomly initialized embeddings maintain substantial
separation from their respective nulls, while Gaussian vectors remain at chance level. For pretrained
CLIP, centering removes cone-induced baseline inflation, yielding an even lower violation ratio rela-
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Table 3: Image-side HAS persists after removing the global image mean z̄. Each representation is
evaluated alongside its own hierarchy-shuffled null (mean ± standard deviation over five shuffles).
For i.i.d. Gaussian vectors, we report the empirical mean and standard deviation over 40 independent
regenerations of per-leaf vectors. Uncentered values correspond to Table 1, where the randomly
initialized ViT-L/14 model uses the seed-0 weight initialization.

Uncentered Centered by z̄ Ratio to own null

Representation HAS-Viol (%) own null (%) HAS-Viol (%) own null (%) unc. cent.

Raw pixels 26.51 50.95± 0.29 23.27 45.08± 0.80 0.52 0.52
Randomly initialized ViT-L/14 28.15 56.70± 0.42 24.49 51.57± 0.64 0.50 0.47
Pretrained OpenAI CLIP ViT-L/14 2.95 32.93± 0.48 0.99 13.29± 0.69 0.09 0.07
i.i.d. Gaussian vectors (d = 768) 76.02± 0.97 76.33± 0.93 76.02± 0.96 76.32± 0.94 1.00 1.00

tive to the recalibrated null. We conclude that the hierarchical separation documented in Section 3.2
is robust to removing the global image mean and reflects genuine tree geometry rather than cone
narrowness.

K.1.3 Robustness to the prototype construction and the taxonomy

Image-side HAS could depend on two choices in the setup of Section 3.2: the instance-count
weighting used to build prototypes, and the WordNet taxonomy itself. We repeat the disjoint-split
measurement with each choice replaced in turn. First, we replace the instance-count mean by a
uniform mean over child prototypes, so that every child contributes equally regardless of how many
images it has. Second, we replace ImageNet-1K and WordNet by CUB-200 [41] with its own bird
taxonomy, an independent hierarchy of different depth and branching. Chance level depends on both
choices, so we compare each condition against its own hierarchy-shuffled null rather than against a
common baseline.

Table 4: Image-side HAS is robust to the prototype construction and to the taxonomy. Each con-
dition is paired with its own hierarchy-shuffled null (mean ± standard deviation over five shuffles).
The first row restates the ViT-L/14 measurements of Table 1 at the precision used there; its randomly
initialized entries are the seed-0 weight sampling rather than the three-sampling mean reported there.

Pretrained OpenAI CLIP Randomly initialized

Setting HAS-Viol (%) own null (%) HAS-Viol (%) own null (%)

ImageNet / WordNet, instance-count mean 2.95 32.93± 0.48 28.15 56.70± 0.42
ImageNet / WordNet, uniform child mean 3.9 34.5± 0.3 29.1 56.8± 0.5
CUB-200 / bird taxonomy 3.8 41.2± 0.8 33.6 66.3± 1.4

In all three conditions, the violation rate of the pretrained encoder is roughly an order of magnitude
below its own null, while that of the randomly initialized encoder is roughly half of its null. Neither
the prototype construction nor the choice of taxonomy therefore changes the conclusion: pretraining
accounts for roughly the same share of the achievable separation in every setting, and approximate
separation at random initialization appears in every setting.

Instance aggregation on the text side (ViT-L/14). Figure 4 repeats the text experiment of Sec-
tion 3.2 using instance aggregation concept estimation instead of direct concept estimation, again on
ViT-L-14, and reaches the same conclusion: the median violation percentages are concentrated near
zero for both pretrained models and substantially larger for the randomly initialized model.

ViT-H/14 results. We further repeat the experiment on ViT-H/14, comparing OpenCLIP trained
on DFN-5B [51] against a randomly initialized ViT-H/14. Figure 5 groups text embeddings (top;
instance aggregation) and image embeddings (bottom; instance aggregation) and reproduces the
same qualitative pattern.

ViT-B/16 results. We additionally repeat the main-text experiment on a smaller backbone, ViT-
B/16, comparing OpenAI CLIP [1] and OpenCLIP [37] trained on DataComp-1B [38] against a ran-
domly initialized ViT-B/16. Figure 6 (text via direct concept estimation on top, image via instance
aggregation on bottom) and Figure 7 (text, instance aggregation) reproduce the same qualitative pat-
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(a) Randomly initialized.

0 1 2 3 4 5 6 7 8
Hierarchy Depth

0

20

40

60

80

100

Vi
ol

at
io

n 
Pe

rc
en

ta
ge

 (%
)

(b) OpenAI.
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(c) OpenCLIP (DataComp-1B).

Figure 4: HAS violation percentage by depth on ViT-L-14 CLIP text embeddings (instance aggre-
gation): HAS appears with pretraining.
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(a) Randomly initialized.
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(b) OpenCLIP (DFN-5B).
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(c) Randomly initialized.
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(d) OpenCLIP (DFN-5B).

Figure 5: HAS violation percentage by depth on ViT-H/14 CLIP embeddings. Top: text embed-
dings (instance aggregation) – HAS appears with pretraining. Bottom: image embeddings (instance
aggregation): approximate HAS appears at random initialization and strengthens after pretraining.

tern as on ViT-L/14: text HAS appears with pretraining, while image embeddings show weak HAS
at random initialization.

ViT-B/32 results. We further repeat the experiment on ViT-B/32, comparing OpenAI CLIP and
OpenCLIP (DataComp-1B) against a randomly initialized ViT-B/32. Figure 8 groups text embed-
dings (top; direct concept estimation) and image embeddings (bottom; instance aggregation) and
reproduces the same qualitative pattern.
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(a) Randomly initialized.
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(b) OpenAI.
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(c) OpenCLIP (DataComp-1B).
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(d) Randomly initialized.
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(e) OpenAI.
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(f) OpenCLIP (DataComp-1B).

Figure 6: HAS violation percentage by depth on ViT-B/16 CLIP embeddings. Top: text embeddings
(direct concept estimation): HAS appears with pretraining. Bottom: image embeddings (instance
aggregation): approximate HAS appears at random initialization and strengthens after pretraining.
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(a) Randomly initialized.
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(b) OpenAI.
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(c) OpenCLIP (DataComp-1B).

Figure 7: HAS violation percentage by depth on ViT-B/16 CLIP text embeddings (instance aggre-
gation): HAS appears with pretraining.

ViT-L/14@336px results. We also evaluate the higher-resolution ViT-L/14@336px backbone, for
which only the OpenAI checkpoint ships at 336px in OpenCLIP; we compare it against a randomly
initialized ViT-L/14@336px. Figure 9 groups text embeddings (top; direct concept estimation) and
image embeddings (bottom; instance aggregation) and reproduces the same qualitative pattern.

SigLIP2 results. We evaluate SigLIP2 (ViT-B/16 at 256px), comparing the pretrained SigLIP2
checkpoint against a randomly initialized ViT-B/16 at 256px. Figure 10 (text via direct concept
estimation on top, image via instance aggregation on bottom) reproduces the same qualitative pat-
tern: text HAS appears with pretraining, while image embeddings show weak HAS at random
initialization.

MetaCLIP2 results. We evaluate MetaCLIP2 (ViT-H/14 at 224px), comparing the pretrained Meta-
CLIP2 worldwide checkpoint against a randomly initialized ViT-H/14. Figure 11 (text via direct
concept estimation on top, image via instance aggregation on bottom) reproduces the same quali-
tative pattern: text HAS appears with pretraining, while image embeddings show weak HAS at
random initialization.
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(a) Randomly initialized.
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(b) OpenAI.
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(c) OpenCLIP (DataComp-1B).
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(d) Randomly initialized.
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(e) OpenAI.
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(f) OpenCLIP (DataComp-1B).

Figure 8: HAS violation percentage by depth on ViT-B/32 CLIP embeddings. Top: text embeddings
(direct concept estimation): HAS appears with pretraining. Bottom: image embeddings (instance
aggregation): approximate HAS appears at random initialization and strengthens after pretraining.

K.2 Disjoint-Split Control against Instance Overlap for HAS in Image Embeddings

To test whether HAS in image embeddings is explained by exact instance overlap between parent
and descendant prototypes, we repeat the ViT-L/14 image experiment with disjoint image splits.
For each ImageNet training leaf, we split images into two disjoint sets, rebuild all internal pro-
totypes separately in each split using instance aggregation, and calculate branch separation across
splits. For example, to calculate the similarity between a parent node and its descendant nodes, we
use the parent embedding calculated from one set of images, while calculating the descendant and
off-branch embeddings from the other set. Thus, parent prototypes and descendant & off-branch
prototypes never share image instances. We average across two split directions (parent in the first
set and descendants & off-branch in the second set, and vice versa) to remove arbitrary split-label
effects. Figure 12 compares this disjoint-split control with the original image instance-aggregation
evaluation, yielding results consistent with the unsplit evaluation.
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(a) Randomly initialized.
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(b) OpenAI.
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(c) Randomly initialized.
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(d) OpenAI.

Figure 9: HAS violation percentage by depth on ViT-L/14@336px CLIP embeddings. Top: text
embeddings (direct concept estimation): HAS appears with pretraining. Bottom: image embed-
dings (instance aggregation): approximate HAS appears at random initialization and strengthens
after pretraining.
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(a) Randomly initialized.
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(b) SigLIP2 pretrained.
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(c) Randomly initialized.
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(d) SigLIP2 pretrained.

Figure 10: HAS violation percentage by depth on SigLIP2 embeddings. Top: text embeddings
(direct concept estimation): HAS appears with pretraining. Bottom: image embeddings (instance
aggregation): approximate HAS appears at random initialization and strengthens after pretraining.
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(a) Randomly initialized.
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(b) MetaCLIP2 pretrained.
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(c) Randomly initialized.
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(d) MetaCLIP2 pretrained.

Figure 11: HAS violation percentage by depth on MetaCLIP2 embeddings. Top: text embeddings
(direct concept estimation): HAS appears with pretraining. Bottom: image embeddings (instance
aggregation): approximate HAS appears at random initialization and strengthens after pretraining.
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(a) Randomly initialized.
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(b) OpenAI.
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(c) OpenCLIP (DataComp-1B).
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(d) Randomly initialized.
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(e) OpenAI.
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(f) OpenCLIP (DataComp-1B).

Figure 12: HAS violation percentages by depth on ViT-L/14 CLIP image embeddings remain simi-
lar under the disjoint-split control. Top: disjoint-split control, where parent prototypes and compar-
ison prototypes are estimated from disjoint image instances. Bottom: original instance-aggregation
evaluation.
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K.3 Numerical Validation of HAS Transfer Below Sufficient Regularization

In Theorem 4.8, we guarantee weak-HAS transfer only for sufficiently large λ, but leave open
whether transfer persists outside the asymptotic regime used in its proof. We test this possibility
on a synthetic image-prototype hierarchy by minimizing Eq. (9) across a sweep of λ. We verify
whether transfer happens outside the large-λ regime, whether the optimal text embeddings approach
the root-centered prototype form of Corollary F.3 as λ increases, and whether the sufficient transfer
condition is conservative. We report HAS-Viol at the recovered minimizer and define prototype
alignment as the minimum, over non-root nodes k, of the cosine between a∗

k and µk.

Experimental setup. For convenience, we restate the data generating process from Assumption 4.1
as

zj = µyj
+ εj , E[εj ] = 0, j ∈ [N ]. (128)

We instantiate Eq. (128) with isotropic Gaussian variation εj ∼ N (0, σ2Id) at depth L = 5, branch-
ing factor 3, variation parameter σ = 10−5, feature-dimension-to-number-of-nodes ratio d/|V | = 1,
and 150 images per leaf, using prototypes generated by geometric-decay sibling angles (θ0 = 85◦).
We optimize the symmetric InfoNCE objective (temperature 1, no learnable temperature) with L-
BFGS to find the global minimizer.

Transfer precedes the asymptotic regime. Sweeping λ ∈ [10−5, 102] separates the onset of trans-
fer from the accuracy of the large-λ expansion. HAS-Viol reaches zero before prototype alignment
saturates (Figure 3b). The convergence trace confirms that zero HAS-Viol holds at the recovered
minimizer rather than only at an early iterate (Figure 3a).

The large-λ expansion predicts the limiting geometry. Prototype alignment increases with λ
and approaches one in the large-λ regime (Figure 3b). The trend is consistent with the directional
prediction of Corollary F.3, while the earlier disappearance of violations shows that transfer does
not require near-perfect prototype alignment.

The sufficient transfer condition is conservative. Under Theorem 4.8, transfer is certified when
Dnce

ϵ < ρminγHAS/16. Both tested root norms, ∥µroot∥ ∈ {10−4, 10−2}, violate this condition
yet produce nearly the same transition (Figures 3b and 13). At fixed λ = 10−3, violations remain
small across the root-norm sweep and increase only under substantially larger shifts (Figure 14).
Across the noise sweep at λ ∈ {10−3, 10−2, 10−1}, degradation appears first under the weakest
regularization and later under all three regularization values (Figure 15). We therefore find that the
theorem’s transfer condition is sufficient but not necessary in this synthetic setting.
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Figure 13: Non-centered-root lambda sweep for the root shift ∥µroot∥ = 10−2 in the same balanced-
caption setup as Figure 3b. The x-axis is λ; the left y-axis is the final node-count-weighted violation
percentage, and the right y-axis is the final minimum prototype alignment over non-root nodes.
Although this shift violates the sufficient transfer condition Dnce

ϵ < ρminγHAS/16 by a factor
of 161 on this set of prototypes, because Dnce

ϵ ≥ ξmax∥µroot∥ and ξmax = 2.50, the empirical
transition is nearly unchanged: the violation rate again drops to zero by λ = 10−3, while prototype
alignment saturates just below 1, reflecting the residual additive root shift.
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Figure 14: Fixed-λ non-centered-root sweep at λ = 10−3 in the same balanced-caption setup as
Appendix K.3. The x-axis is the Root Norm ∥µroot∥ (root shift), and the y-axis is the final node-
count-weighted violation percentage. The violation percentage remains nearly flat at small Root
Norm, then departs strongly from near-zero once the shift magnitude is large, with non-monotone
behavior in the extreme large-shift regime.
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Figure 15: σ-robustness sweep in the same balanced-caption non-centered-root setup as Ap-
pendix K.3, with root norm ∥µroot∥ = 10−4 and λ ∈ {10−3, 10−2, 10−1}. Left: HAS-Viol.
Middle: global minimum branch margin. Right: minimum non-root prototype alignment. All three
regularization levels remain stable through σ = 3×10−3. At σ = 10−2, only λ = 10−3 has a
nonzero violation percentage (0.014%) and a negative global minimum margin; the other two set-
tings retain zero violations and positive margins. At σ = 3×10−2, every λ has a negative global
minimum margin and a violation percentage between 0.37% and 0.38%.

K.4 Predicted and Realized Slack on Real ViT-L/14 Prototypes

We use these experiments to compare the guarantee of Theorem 4.6 with the behavior of its exact
linear-loss minimizer on real prototypes. We first evaluate the theorem’s threshold τϵ = 8Dϵ/ρmin,
then measure the realized transfer and explain the gap between them. Although the theorem’s bound
gives no information in this setting, weak HAS still transfers.

We use the ImageNet-1K / WordNet image prototypes of Section 3.2 (1375 nodes and N =
1,281,167 training images) from three ViT-L/14 backbones: randomly initialized, OpenAI CLIP,
and OpenCLIP trained on DataComp-1B. Holding the image prototypes fixed at Z, we compute
the closed-form text-side minimizer Alin,∗ of Proposition E.1. Each leaf prototype is its exact em-
pirical image mean: we neither inject nor fit noise. The calculation in this subsection is therefore
deterministic given the prototypes and caption counts.

The inequality required by the theorem does not hold. For this direct-prototype calculation, the
reference vector is the empirical prototype itself, µk = z̄k, taken as the count-weighted descendant
aggregation of Section 3.2. The stochastic part of the perturbation therefore vanishes, leaving ek =
−ξlink z̄. The theorem’s error term consequently reduces to the root-centering contribution alone,
D = ξlinmax∥z̄∥, where ξlink ∈ [0.50, 8.54] is fixed by the ImageNet caption counts and shared across
encoders.

The expected-count convention has negligible effect on the prototypes or violation rates. We use
Nk =

∑
ℓ nℓ/|path(ℓ)| under Assumption 4.3 rather than a sampled caption assignment, which

makes the calculation deterministic. Under that assumption the caption-paired image mean z̄k
weights each descendant leaf ℓ by nℓ/|path(ℓ)| instead of nℓ. When we rebuild every internal
prototype under that weighting, the prototypes and the text-side violation rates of Table 6 remain
essentially unchanged.

For every backbone, the inequalityD < ρmin/4 required by Theorem 4.6 does not hold, so we obtain
no guarantee from the theorem for these prototypes. Moreover, the resulting threshold exceeds the
largest possible cosine-margin difference, which is 2, so the bound does not certify any triplet. The
mismatch is structural: the stochastic term is zero here, and the universal constant C multiplies only
that term.

The sufficient bound is loose, but weak HAS still transfers. We therefore measure transfer
descriptively rather than certify it. For each anchor, we find the smallest slack that satisfies Eq. (8),
then report the largest of these anchor-specific values. This worst-anchor slack is the single post hoc
slack needed for the inequality to hold at every anchor.

The quantity HAS-Violimg
τ (u) is Definition 3.2 evaluated on the image prototypes with the de-

scendant radius cµu relaxed by τ . The theoretical bound and the empirical metric of Section 3.2
therefore have the same units: a percentage of off-branch nodes per anchor. The same bound holds
for the percentile-based descendant radius used there for outlier robustness, provided both sides re-
place the minimum by the same order statistic, the r-th smallest descendant cosine for a fixed r. If
w is counted on the text side, then at least r descendants v satisfy cos(ãu, ãv) ≤ cos(ãu, ãw).
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Table 5: The inequality required by Theorem 4.6 and measured weak HAS transfer on the same real
prototypes. The inequality D < ρmin/4 does not hold for any of the three backbones, so we obtain
no guarantee from the theorem here. We evaluate the image-side rows on the fixed prototypes and
the text-side rows on the closed-form linear-loss optimum Alin,∗. For the worst-anchor slack, one
value of τ must satisfy Eq. (8) at every anchor, so we report the largest anchor-specific slack. This
slack is post hoc. For the last three rows, we pool the 505,938 (anchor, off-branch node) pairs over
the 375 anchors. For the two HAS-Viol rows, we report per-anchor percentages measured from all
training images per node in one pass, not with the disjoint even/odd split of Table 1.

Quantity Randomly initialized ViT-L/14 OpenAI CLIP ViT-L/14 OpenCLIP ViT-L/14 (DataComp-1B)

Inequality required by Theorem 4.6
D < ρmin/4 holds? No No No

Realized transfer
Mean HAS-Violimg(u) across anchors (%) 25.55 2.95 2.42
Mean HAS-Violtxt(u) across anchors (%) 27.11 9.58 8.35
Worst-anchor slack (must hold at every anchor) 0.123 0.184 0.259
Median image margin 0.03 0.19 0.28
Pr[text triplet violates] (%) 26.6 9.2 7.9
Pr[text triplet violates | image triplet violates] (%) 62 79 86
Pr[text violates | image violates]/Pr[text violates] 2.3× 8.6× 10.9×

By part (ii) of Lemma D.8, γuvw ≤ τ for each of them, so at least r descendants satisfy
cos(µu,µv) ≤ cos(µu,µw) + τ , and w is counted on the image side.

As in Section 3.2, we compute the 95th percentile of the descendant angles with linear interpolation
rather than as an exact order statistic. Both sides have the same rank, but neither radius is one of the
measured cosines, so the order-statistic argument applies only approximately. When we recompute
both sides with the order statistic, every conclusion in this appendix remains intact.

To assess whether individual image-side violations persist after transfer, we pool the 505,938 (an-
chor, off-branch node) pairs scored by Definition 3.2 over the 375 anchors. We compare the proba-
bility that such a pair violates HAS in the learned text embeddings with the conditional probability
that it violates HAS on the text side given that it violates HAS on the image side.

Table 5 shows that the theorem’s bound is loose for these prototypes. Although D < ρmin/4 does
not hold for any backbone, Eq. (8) holds at every anchor with a post hoc slack well below the largest
possible cosine-margin difference of 2. The worst-anchor slack is comparable to the median image
margin for the two pretrained backbones and exceeds it for the randomly initialized encoder.

For the randomly initialized encoder, the input and text geometries are most similar because their
mean violation rates nearly match. The worst-anchor slack shows that this agreement is not uniform
across anchors.

The slack bound is loose because the perturbation is structured. The realized perturbation
ek = −ξlink z̄ is rank one: every text embedding moves along the single direction −z̄, differing
only in magnitude. By contrast, in Lemma D.5 we bound perturbations in arbitrary directions by
4η/ρmin per cosine and 8η/ρmin for the cosine difference in Definition 3.1. In the worst case, the
perturbations at u, v, and w point in directions that maximize the change in the cosine difference.
Here the parallel shifts largely cancel in the cosine difference. The disparity between the theorem’s
bound and the observed transfer is therefore due to the arbitrary-direction bound, not a failure of the
transfer mechanism.

To obtain a useful a-priori threshold for these real embeddings, we may need a direction-sensitive
analysis of common-direction perturbations, which we leave open.

Input violations persist, but new violations also arise. If image- and text-side violations were
independent, the conditional and marginal text-side violation probabilities would be equal. Instead,
their ratio exceeds one for every backbone in Table 5. Thus an image-side ordering defect is more
likely to remain after transfer than an arbitrary triplet is to violate on the text side.

A high conditional violation rate does not imply containment. On the trained backbones, the per-
anchor text violation rate substantially exceeds the image rate, so many text-side violations have
no image-side counterpart. We conclude only that, outside the regime certified by Theorem 4.6,
substantial weak HAS structure remains after transfer while new violations also arise.
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Table 6: Caption-permutation ablations for (a) the closed-form linear-loss text optimum on fixed
real image prototypes and (b) the synthetic InfoNCE setting of Appendix K.3. Permuted entries are
mean ± standard deviation over five permutation seeds. The image and path-consistent columns in
(a) repeat Table 5; the permutation changes neither, and we reprint them so both caption assignments
can be read against the image geometry they share. As in Table 5, every node in (a) is estimated
from all its training images in one pass, so its image column is not comparable with the disjoint-split
values of Table 1.

(a) Real prototypes with the linear contrastive loss

HAS-Violtxt (%)

Fixed image embeddings HAS-Violimg (%) path-consistent permuted

Randomly initialized ViT-L/14 25.55 27.11 61.63± 0.24
OpenAI CLIP ViT-L/14 2.95 9.58 54.06± 0.21
OpenCLIP ViT-L/14 (DataComp-1B) 2.42 8.35 54.17± 0.16

(b) Synthetic prototypes with the InfoNCE loss

HAS-Violtxt (%)

λ path-consistent permuted

10−5 1.76 64.3± 4.6
10−4 0.06 59.7± 4.9
10−3 0.00 59.3± 4.5

K.5 Caption Permutation Disrupts Weak HAS Transfer

In Appendix K.4, we find weak HAS transfer under path-consistent caption–image pairs. We test
whether that transfer depends on which images co-occur with each caption, or whether the same
caption inventory and counts suffice. In the path-consistent setup of Section 4.1, each caption node
co-occurs only with images from its descendant leaves; under Assumption 4.3, those images are
additionally balanced across those leaves.

We reuse the setting of Appendix K.4. We hold fixed the real ImageNet-1K / WordNet image
prototypes from three ViT-L/14 backbones and compute the closed-form text-side minimizer Alin,∗

of Proposition E.1 under the linear contrastive loss, once with path-consistent captions and once
after randomly permuting which hypernyms co-occur with which images. The permutation leaves
the image prototypes, caption inventory, and every caption count unchanged; the resulting pairs are
no longer path-consistent.

To test whether the same dependence persists without a closed-form text optimum, we repeat the
caption permutation in the synthetic InfoNCE setting of Appendix K.3. We vary λ to determine
whether stronger regularization can compensate when path consistency is removed. The hypernym
permutation is the only source of randomness in either ablation.

In panel (a), permuting the hypernyms more than doubles the text-side violation rate for every back-
bone and raises it above half; with path-consistent captions it stays within single-digit percentage
points of the image-side rate. The image prototypes, caption inventory, and caption counts are
identical under both caption assignments, so which images co-occur with each caption is the only
difference between them.

In panel (b), the path-consistent violation rate reaches zero as λ increases while the permuted vio-
lation rate does not, so stronger regularization does not substitute for path consistency. Across both
losses, weak HAS transfer requires each caption to co-occur with images beneath it; the caption
inventory and counts alone do not suffice.
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Figure 16: Text-side HAS-Viol is lowest with path-consistent captions during joint CLIP training.
We plot text (left) and image (right, log scale) HAS violation rates (lower is better). Path-consistent
captions pair an image with a leaf or ancestor; leaf-only captions only pair with the leaf; in the
permuted pairing, we shuffle hypernyms among images at the same depth.

K.6 Text-side HAS is strongest with path-consistent captions under joint CLIP training

In Appendix K.5, we fix the image embeddings and permute hypernym captions to test whether
text-side HAS depends on their image pairings. Here we train both CLIP encoders on ImageNet
and compare caption pairings.

Training procedure. We train CLIP ViT-B/32 [1, 52] from scratch with OpenCLIP [53] on the
1,281,167 ImageNet-1K training images for 32 epochs. We use AdamW (β1 = 0.9, β2 = 0.98,
ϵ = 10−6), learning rate 10−3, and weight decay 0.1. We use batch size 1024, 2000 warmup steps,
and a learned temperature. For each image, we fix one caption across epochs by placing a hierarchy
node’s name in one of the 80 ImageNet prompt templates of Radford et al. [1].

Caption pairings. We compare the following caption pairings:

• path-consistent: draw uniformly from the image’s leaf and its ancestors in the WordNet hierarchy
of Section 3.2, following Section 4.1;

• leaf-only: choose the image’s leaf;
• permuted: start with the path-consistent draw, then shuffle non-leaf caption labels across images

within each depth, preserving each caption count.

After every epoch, we measure HAS-Viol using the 375 anchors and 95th-percentile cone boundary
of Section 3.2. We average the 80 prompt templates for each text concept and aggregate 50 fixed
training images per leaf with descendant-leaf weighting for each image concept. In the left panel
of Figure 16, the path-consistent pairing has the lowest HAS-Viol from the first epoch onward.
Text-side violations fall less under leaf-only captions and remain high under permutation.

L Alternating Optimization: The Image-Side Update

The fixed-image results explain how image-side weak HAS transfers to text, but not how an image-
side update changes variation among images. We therefore analyze an exact image update after the
text-side update. Images sharing a caption then receive the same embedding; their input variation
enters through caption-group averages, the global image mean, and a common shift weighted by
caption counts. In Proposition L.3, we bound the stochastic deviation of these updated embeddings.

We analyze one exact text-side step followed by one exact image-side step under the linear con-
trastive loss, with ridge regularization on both sides. We use the linear loss because the InfoNCE
image-side step has no closed form.

Lalt(A,Z) := −tr
(
A⊤ZB⊤)+ λ

2
∥A∥2F +

λZ
2
∥Z∥2F , (129)

Here λ, λZ > 0 and B is the label-encoding matrix of Eq. (57); by Eq. (59), the first two terms are
exactly the regularized linear contrastive loss of Eq. (5). The cross-modal term is bilinear in (A,Z),
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and the objective is strongly convex in either argument when the other is fixed. We obtain both exact
half-step minimizers from Proposition E.1.

To obtain the image-side update, we first analyze the same label-encoding matrix B used in the
A-step by columns, splitting each entry into a matched-caption contribution and an off-caption
coefficient shared across image columns. Set κ := 1 + 1

2(M−1) + 1
2(N−1) and, for k ∈ [M ],

γ−k := 1
2(M−1) +

Nk

2(N−1) . Expanding Eq. (57) and collecting terms in Ykj gives

Bkj = Ykj +
Ykj − 1

2(M − 1)
+
Ykj −Nk

2(N − 1)

= κYkj − γ−k , (k, j) ∈ [M ]× [N ].

(130)

The indicator Ykj selects the paired text embedding, while summing −γ−k against the text embed-
dings gives the uniform and caption-frequency-weighted means in the common shift below.

Fix A ∈ Rd×M . Applying Proposition E.1 to Eq. (129) gives the image-side minimizer

Z lin,∗(A) =
1

λZ
AB. (131)

To express its columns, define the uniform and caption-frequency-weighted text means

ā :=
1

M

M∑
k=1

ak, ācapt :=
1

N

M∑
k=1

Nk ak =
1

N

N∑
j=1

atj . (132)

Using Eq. (130) and the means in Eq. (132), the j-th column of Eq. (131) is

zlin,∗
j (A) =

1

λZ

M∑
k=1

Bkjak

=
1

λZ

(
κatj −

M∑
k=1

γ−k ak

)

=
1

λZ

[
κatj −

M

2(M − 1)
ā− N

2(N − 1)
ācapt

]
for every j ∈ [N ]. (133)

Thus images with the same caption receive the same embedding, even before imposing the text-side
optimum.

In Eq. (133), the positive term favors the text embedding paired with image j, while the two sub-
tracted means play the role of the global image mean z̄ in Corollary E.2. To simplify this image-side
update after the text step, we first show that its uniform text mean vanishes.
Lemma L.1 (Global centering at the A-step optimum). Every column of B sums to zero:∑M

k=1Bkj = 0 for every j ∈ [N ]. Consequently, for every Z, the A-step optimum of Proposi-
tion E.1 satisfies

M∑
k=1

alin,∗
k = 0. (134)

Proof. Fix j ∈ [N ]. Each image has exactly one caption, so
∑M

k=1 Ykj = 1; also
∑M

k=1Nk = N .
Therefore, by Eq. (130),

M∑
k=1

Bkj = κ− M

2(M − 1)
− N

2(N − 1)
= 0, (135)

Thus B⊤1 = 0 with 1 ∈ RM the all-ones vector. Since
∑M

k=1 a
lin,∗
k = Alin,∗1, we obtain Eq. (134)

from Proposition E.1.

At the A-step optimum, we remove the uniform mean from Eq. (133) using Lemma L.1. The
remaining terms give an affine copy of the text embeddings.
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Corollary L.2 (Affine-copy form of the image-side update). Let A = Alin,∗ for arbitrary fixed Z.
With κ from Eq. (130), define the caption-mean shift

ecapt := − N

2(N − 1)κ
ācapt. (136)

Then the Z-step optimum has the affine-copy form

zlin,∗
j =

κ

λZ

(
alin,∗
tj + ecapt

)
for every j ∈ [N ]. (137)

Proof. By Lemma L.1, ā = 0 at A = Alin,∗. Substituting this and Eq. (136) into Eq. (133) gives
Eq. (137).

The affine-copy form makes images with the same caption identical after the update. The remain-
ing stochastic deviation comes from caption-group averages and a common caption-count-weighted
shift; in Proposition L.3, we bound it after removing the update’s positive scale.
Proposition L.3 (Caption-group averaging in the image update). Suppose Assumptions 4.1, 4.3,
and 4.4 hold. Starting from Z, compute the exact text-side minimizer Alin,∗ and then the exact
image-side minimizer Z lin,∗. Fix the observed leaf and caption labels, and let Eε average over the
independent variation vectors of Assumption 4.1. For each non-root k and any j ∈ Pk, define the
normalized stochastic deviation

sk :=
λλZ
κ2Nk

(
zlin,∗
j − Eεz

lin,∗
j

)
, (138)

where κ is from Eq. (130) and the choice of j ∈ Pk does not matter by Eq. (137). The effect of the
common caption-count-weighted shift is measured by

ω :=

√∑M
k=1N

3
k

(N − 1)
√
Nmin

. (139)

With ξlinmax defined before Theorem 4.6, there exists a universal constant C > 0 such that, for every
ϵ ∈ (0, 1), with probability at least 1− ϵ,

max
k ̸=root

∥sk∥ ≤ Cσ

(1 + ω
)√d+ log(M − 1) + log(8/ϵ)

Nmin
+ ξlinmax

√
d+ log(8/ϵ)

N

 . (140)

Proof. Step 1: Identify the centered image update. We first write the common shift ecapt in terms
of the input images. For each image j ∈ [N ], define its caption-count weight by

hj := Ntj −
1

κ

M∑
k=1

Nkγ
−
k

= Ntj −
1

κ

(
N

2(M − 1)
+

∑M
k=1N

2
k

2(N − 1)

)
.

(141)

The common shift in Eq. (136) uses the Nk/N -weighted text mean of Eq. (132). The text-side
minimizer of Proposition E.1 and the label encoding in Eq. (130) apply to every k ∈ [M ], including
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nodes with Nk = 0. Substituting them into the weighted mean gives

λācapt =
1

N

M∑
k=1

Nkλa
lin,∗
k (by Eq. (132))

=
κ

N

M∑
k=1

Nk

∑
i∈Pk

zi −

(
M∑
k=1

Nkγ
−
k

)
z̄ (by Eqs. (58) and (130))

=
κ

N

N∑
j=1

Ntjzj −
1

N

N∑
j=1

(
M∑
k=1

Nkγ
−
k

)
zj (since j ∈ Ptj and z̄ = 1

N

∑
j zj)

=
κ

N

N∑
j=1

(
Ntj −

1

κ

M∑
k=1

Nkγ
−
k

)
zj (collecting terms in zj)

=
κ

N

N∑
j=1

hjzj (by Eq. (141)). (142)

Substituting this expression into Eq. (136) gives

ecapt = − N

2(N − 1)κ
ācapt

= − 1

2(N − 1)λ

N∑
j=1

hjzj . (143)

Fix a non-root k and j ∈ Pk, so tj = k. Substituting this shift and the text-side centroid form of
Corollary E.2 into Eq. (137) gives

zlin,∗
j =

κ

λZ

(
alin,∗
k + ecapt

)
(by Eq. (137) with tj = k)

=
κ

λZ

[
κNk

λ

(
z̄k − ξlink z̄

)
− 1

2(N − 1)λ

N∑
i=1

hizi

]
(by Eqs. (66) and (143))

=
κ2Nk

λλZ

(
z̄k − ξlink z̄ − 1

2κ(N − 1)Nk

N∑
i=1

hizi

)
(factoring out κ2Nk/(λλZ)). (144)

The path-consistent captions and equal image counts across leaves from Section 4.1, together with
Assumptions 4.1, 4.3, and 4.4, allow us to apply Lemma D.10 and Corollary D.11. With ξlink from
Corollary 4.5, substituting Eq. (46) with bk = b = 0 and zi = µyi + εi for every i ∈ [N ] gives

λλZ
κ2Nk

zlin,∗
j = (µk + ε̄k)− ξlink (µroot + ε̄) (by Eqs. (46) and (144)) (145)

− 1

2κ(N − 1)Nk

N∑
i=1

hi (µyi + εi) (146)

= µk − ξlink µroot −
1

2κ(N − 1)Nk

N∑
i=1

hiµyi (grouping prototype and noise terms)

(147)

+

(
ε̄k − ξlink ε̄− 1

2κ(N − 1)Nk

N∑
i=1

hiεi

)
. (148)

The parenthesized noise term has zero mean by Assumption 4.1, so it equals sk in Eq. (138). Thus
the exact prototype form is

zlin,∗
j =

κ2Nk

λλZ

(
µk − ξlink µroot −

1

2κ(N − 1)Nk

N∑
i=1

hiµyi
+ sk

)
. (149)
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Step 2: Bound the caption-group and global means. By Assumption 4.3, Nk ≥ Nmin > 0
for every non-root k, and by Assumption 4.1, the variations are independent, centered, and sub-
Gaussian. Apply Lemma D.12 with K = V \ {root}, Ik = Pk for k ∈ K, coefficients {ξlink }k∈K,
and u = log(8/ϵ). Since |K| =M − 1 and mink∈K |Ik| = Nmin, with probability at least 1− ϵ/2,

max
k ̸=root

∥ε̄k − ξlink ε̄∥ ≤ Cσ

√d+ log(M − 1) + log(8/ϵ)

Nmin
+ ξlinmax

√
d+ log(8/ϵ)

N

 . (150)

Step 3: Bound the common weighted shift and combine the events. We first control the caption-
count weights. By Eq. (141), Ntj − hj is nonnegative and takes the same value for every j ∈ [N ].
Since

∑M
k=1Nk = N , Cauchy–Schwarz gives N2 ≤M

∑M
k=1N

2
k . Hence

N∑
j=1

(
Ntj + hj

)
=

N∑
j=1

[
2Ntj −

1

κ

(
N

2(M − 1)
+

∑M
k=1N

2
k

2(N − 1)

)]
(by Eq. (141))

= 2

M∑
k=1

N2
k − 1

κ

(
N2

2(M − 1)
+
N
∑M

k=1N
2
k

2(N − 1)

)
(since Nk images have tj = k)

≥
(
2− M

2(M − 1)
− N

2(N − 1)

) M∑
k=1

N2
k (since κ ≥ 1 and N2 ≤M

∑
kN

2
k )

≥ 0 (since M ≥ 2 and N ≥ 2). (151)

Therefore, with h := (h1, . . . , hN ),

∥h∥2 =

N∑
j=1

N2
tj −

N∑
j=1

(
Ntj − hj

) (
Ntj + hj

)
(difference of squares)

≤
N∑
j=1

N2
tj (by Eq. (151), since Ntj − hj ≥ 0 is constant)

=

M∑
k=1

N3
k (since Nk images have tj = k). (152)

The Hoeffding and net argument in the proof of Lemma D.12 applies to the fixed weights h and
gives Pr

(
∥
∑N

j=1 hjεj∥ > Cσ∥h∥
√
d+ t

)
≤ 2e−t for every t > 0. Taking t = log(4/ϵ) makes

the probability of exceeding this bound at most ϵ/2. On the complementary event,

max
k ̸=root

∥∥∥∥∥∥ 1

2κ(N − 1)Nk

N∑
j=1

hjεj

∥∥∥∥∥∥
≤ 1

2(N − 1)Nmin

∥∥∥∥∥∥
N∑
j=1

hjεj

∥∥∥∥∥∥ (since κ ≥ 1 and Nk ≥ Nmin)

≤
Cσ∥h∥

√
d+ log(4/ϵ)

2(N − 1)Nmin
(by the Hoeffding bound with t = log(4/ϵ))

≤
Cσ
√∑M

k=1N
3
k

√
d+ log(4/ϵ)

2(N − 1)Nmin
(by Eq. (152))

=
C

2
σ ω

√
d+ log(4/ϵ)

Nmin
(by Eq. (139)). (153)
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Since log(4/ϵ) ≤ log(M − 1)+ log(8/ϵ), a union bound over the two failure events gives Eq. (140)
with probability at least 1− ϵ.

In Lemma D.13, we bound per-instance input noise at scale Cσ
√
d+ log(2N/ϵ). The caption-

group term in Eq. (140) is smaller by order
√
Nmin/(1+ω), up to logarithmic factors. The separate

N−1/2 term comes from the global image mean.

The result concerns one exact alternating step under the linear loss, so it is an analytic surrogate for
joint gradient descent rather than a model of CLIP training. The bound controls stochastic deviation
around the caption-grouped prototype form, not the deterministic prototype margin: reduced varia-
tion can protect a small positive margin, but the bound alone does not certify reversal of a negative
margin. Whether the same contraction holds for the subtree-aggregated prototypes of Section 3.2,
which mix caption groups along root-to-node paths, remains open.

M Relaxing the Caption-Symmetry Assumptions

In Lemma G.1, HAS transfer under observed captions depends on a bound on caption bias. In
Appendix M.1, we bound two sources of that bias, caption imbalance and inexact prototype con-
sistency, and give transfer conditions for both losses. We then examine partial ancestor omission,
which creates random caption imbalance, in Appendix M.2. Finally, in Appendix M.3, we analyze
total omission, for which a caption mean is undefined. Throughout this section, we sample exactly c
images per leaf as in Section 4.1. In Appendix K.5, we support these bounds with empirical results:
permuting which images match each caption increase the caption bias well outside the small-bias
regime of Corollary M.2, and weak HAS transfer fails.

M.1 Caption Imbalance and Inexact Prototype Consistency

Caption imbalance changes how leaf prototypes contribute to a concept’s caption mean. For ex-
ample, dog captions drawn mostly from dalmatians overrepresent one descendant leaf; off-path
captions add images from outside the dog’s subtree. Inexact prototype consistency adds bias even
when captions are leaf-uniform. To bound these effects, for every non-root node k, split its positive
set into

Pon
k := {j ∈ Pk : yj ∈ Sub(k)} , Poff

k := Pk \ Pon
k , (154)

where Lk := Sub(k) ∩ Vleaf denotes the leaf descendants of each node k ∈ V , and nonkℓ := |{j ∈
Pon
k : yj = ℓ}| for ℓ ∈ Lk counts its on-path captions from leaf ℓ. A nonempty, leaf-uniform on-

path set has prototype mean 1
|Lk|

∑
ℓ∈Lk

µℓ, which equals µk under Assumption 4.4. When every
non-root node has Nk > 0, define the caption imbalance budget by

δcap := max
k ̸=root

[
1

Nk

∑
ℓ∈Lk︸︷︷︸

leaves of k

extra or missing
captions of leaf ℓ︷ ︸︸ ︷∣∣∣∣nonkℓ − |Pon

k |
|Lk|

∣∣∣∣
prototype distance

of leaf ℓ︷ ︸︸ ︷
∥µℓ − µk∥

︸ ︷︷ ︸
uneven leaf coverage

+
1

Nk

∑
j∈Poff

k︸ ︷︷ ︸
images captioned k

with leaf outside Sub(k)

prototype distance
of image j︷ ︸︸ ︷

∥µyj
− µk∥

︸ ︷︷ ︸
off-path captions

]
, (155)

and the prototype mismatch budget by

δcons := max
k∈V

∥∥∥∥∥ 1

|Lk|
∑
ℓ∈Lk

µℓ − µk

∥∥∥∥∥ . (156)

The maximum in δcons includes the root because its prototype mismatch contributes to the global
caption bias.
Lemma M.1 (Caption bias under imbalanced captions and inexact prototypes). Suppose exactly c
images are sampled per leaf and the observed captions satisfy Nk > 0 for every non-root node k.
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Write bk := µ̄k−µk for the caption bias of each non-root node k and b := µ̄−µroot for the global
caption bias, as in Definition D.9. Then

∥b∥ ≤ δcons, max
k ̸=root

∥bk∥ ≤ δcap + δcons. (157)

In particular, δcap+(1+ξmax)δcons is a caption bias value for any coefficients {ξk ∈ R}k∈V \{root},
where ξmax := maxk ̸=root |ξk|. Under Assumption 4.4, b = 0 and δcap is a caption bias value for
any such coefficients.

Proof. Balanced image sampling gives

b = µ̄− µroot (by Definition D.9)

=
1

|Vleaf |
∑

ℓ∈Vleaf

µℓ − µroot (since each leaf contributes c images).

Since Lroot = Vleaf , this is the root term in Eq. (156), so ∥b∥ ≤ δcons. For a non-root node k with
Pon
k ̸= ∅, grouping images by their leaf and adding and subtracting the centroid of the descendant

leaf prototypes give

1

|Pon
k |

∑
j∈Pon

k

(
µyj

− µk

)
=
∑
ℓ∈Lk

nonkℓ
|Pon

k |
(µℓ − µk)

=
∑
ℓ∈Lk

(
nonkℓ
|Pon

k |
− 1

|Lk|

)
(µℓ − µk) +

(
1

|Lk|
∑
ℓ∈Lk

µℓ − µk

)
. (158)

By Definition D.9 and the split in Eq. (154),

bk =
1

Nk

∑
j∈Pon

k

(
µyj

− µk

)
+

1

Nk

∑
j∈Poff

k

(
µyj

− µk

)
. (159)

For Pon
k = ∅, the first sum in Eq. (159) is zero. Otherwise, substituting Eq. (158) into that sum and

applying the triangle inequality give

∥bk∥ ≤ 1

Nk

∑
ℓ∈Lk

∣∣∣∣nonkℓ − |Pon
k |

|Lk|

∣∣∣∣ ∥µℓ − µk∥+
1

Nk

∑
j∈Poff

k

∥µyj
− µk∥

+
|Pon

k |
Nk

∥∥∥∥∥ 1

|Lk|
∑
ℓ∈Lk

µℓ − µk

∥∥∥∥∥
≤ δcap + δcons,

since the first two terms are the bracket in Eq. (155) at node k and |Pon
k | ≤ Nk. The same bound

holds when Pon
k = ∅, because only the off-path sum then remains. Taking the maximum over

non-root k gives the second bound in Eq. (157). Since |ξk| ≤ ξmax for every non-root k, the triangle
inequality gives

max
k ̸=root

∥bk − ξkb∥ ≤ max
k ̸=root

∥bk∥+ ξmax∥b∥ ≤ δcap + (1 + ξmax)δcons,

so δcap + (1 + ξmax)δcons is a caption bias value by Eq. (105). Under Assumption 4.4, δcons = 0,
so b = 0 and this value reduces to δcap for any coefficients.

By Lemma M.1, we can use δcap + (1 + ξmax)δcons as the additive bias value in Lemma G.1. The
next corollary gives the resulting transfer conditions. Within this value, the uneven-coverage term
vanishes for leaf-uniform on-path captions, the off-path term vanishes for path-consistent captions,
and δcons vanishes under Assumption 4.4.
Corollary M.2 (HAS transfer under imbalanced captions and inexact prototypes). Suppose As-
sumption 4.1 holds, exactly c images are sampled per leaf, ρmin > 0, and the observed captions
are deterministic with Nk > 0 for every non-root node k. Assumption 4.4 need not hold. Fix
ϵ ∈ (0, 1) and λ > 0. For the loss under consideration, compute ξmax from its coefficients, assume
the corresponding case below, and let τ denote its threshold.
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Linear loss. Assume Dϵ + δcap + (1 + ξmax)δcons < ρmin/4 and set

τ :=
8 (Dϵ + δcap + (1 + ξmax)δcons)

ρmin
. (160)

InfoNCE. Assume Dnce
ϵ > 0, λ ≥ λ0(ϵ), and 2Dnce

ϵ + δcap + (1 + ξmax)δcons < ρmin/4, and set

τ :=
8 (2Dnce

ϵ + δcap + (1 + ξmax)δcons)

ρmin
. (161)

Then, with probability at least 1− ϵ, all of the following hold simultaneously:

(i) ak ̸= 0 for every non-root node k;

(ii) every admissible triplet (u, v, w) with γuvw > τ satisfies cos(au,av) > cos(au,aw);

(iii) HAS-Violtxt(u) ≤ HAS-Violimg
τ (u) for every non-root non-leaf node u, with

HAS-Violtxt(u) computed on {ak}k ̸=root.

Proof. By Lemma M.1, δcap+(1+ξmax)δcons is a caption bias value, so we can take δbias equal to it.
By Eq. (107),Dbias

ϵ then equalsDϵ+δbias for the linear loss and 2Dnce
ϵ +δbias for InfoNCE. In both

cases, it is less than ρmin/4 by assumption, and τbiasϵ equals the threshold τ in Eq. (160) or (161).
The remaining InfoNCE hypotheses, Dnce

ϵ > 0 and λ ≥ λ0(ϵ), also hold by assumption. Applying
Lemma G.1 with this δbias therefore gives parts (i)–(iii) at τ with probability at least 1− ϵ.

M.2 Partial Ancestor Omission

The deterministic bound above applies to each realized caption assignment. To study the random
imbalance caused by ancestor omission, we fix the image sample and independently retain each
occurrence of a concept caption with the same probability across leaves. Conditional on the retained
count, the positive set is a uniform sample of the original leaf-uniform captions. We can therefore
bound its expected bias separately from the effect of a smaller Nk on the stochastic transfer term.
Lemma M.3 (Caption bias under partial ancestor omission). Suppose Assumption 4.4 holds, and fix
a non-root node k with subtree radius Rk := maxℓ∈Lk

∥µℓ − µk∥. Suppose that, before omission,
the positive set of k contains equally many images from each leaf inLk, and that each of these images
independently keeps caption k with the same probability. Then, for every n ≥ 1 with Pr(Nk = n) >
0, the caption bias of the retained positive set satisfies

E [bk | Nk = n] = 0, E [∥bk∥ | Nk = n] ≤ Rk√
n
. (162)

Proof. Condition on Nk = n, and let P full
k be the positive set of k before omission. Since every

image keeps caption k independently with the same probability, the retained positive set Pk is a
uniformly random n-subset of P full

k . Write xj := µyj
− µk for j ∈ P full

k , so that ∥xj∥ ≤ Rk and

1

|P full
k |

∑
j∈Pfull

k

xj =
1

|Lk|
∑
ℓ∈Lk

µℓ − µk (equal image counts across Lk)

= 0 (by Assumption 4.4).

Hence

E[bk | Nk = n] = E

 1

n

∑
j∈Pk

xj

∣∣∣∣∣∣Nk = n

 (by Definition D.9)

=
1

|P full
k |

∑
j∈Pfull

k

xj (each image is retained with probability n/|P full
k |)

= 0 (by the zero average above).
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Sampling without replacement has variance at most that of sampling with replacement, so

E[∥bk∥ | Nk = n] ≤
√

E[∥bk∥2 | Nk = n] (by Jensen’s inequality)

≤
√√√√ 1

n
· 1

|P full
k |

∑
j∈Pfull

k

∥xj∥2 (variance with replacement, zero average)

≤ Rk√
n

(since ∥xj∥ ≤ Rk).

Omission can also lower Nk, which affects the stochastic transfer term through the realized Nmin

and ξmax. If the resulting labels remain path-consistent, are independent of the image variations,
and keep Nk > 0 for every non-root node k, we can condition on them and apply Corollary M.2.
The off-path term in δcap is then zero, as is δcons under Assumption 4.4.

With leaf-dependent retention, E[bk | Nk = n] need not vanish. For each realized path-consistent
assignment, we can still use Lemma M.1 to bound the caption bias by the δcap of that assignment,
whose off-path term is zero.

M.3 Total Caption Omission: Collapse of Uncaptioned Concepts

When Nk = 0, the caption mean is undefined, so the transfer corollary does not apply. We analyze
the optimizer directly to determine how uncaptioned concepts affect HAS.
Proposition M.4 (Collapse of uncaptioned concepts). Fix the image features and observed captions,
let λ > 0, and define the uncaptioned non-root concepts by

U := {k ∈ V \ {root} : Nk = 0}. (163)

Under either the linear contrastive loss of Eq. (5) or the InfoNCE loss of Eq. (9), every pair of
distinct concepts in U has equal optimal text embeddings. For every non-root non-leaf node u, write
Ou := V \

(
Sub(u) ∪Anc(u)

)
for its off-branch set. If the optimal text embeddings are nonzero at

every non-root node, then every such u with U ∩Desc(u) ̸= ∅ satisfies

HAS-Violtxt(u) ≥ |U ∩ Ou|
|Ou|

× 100%. (164)

In particular, HAS cannot hold if some non-root non-leaf node u has both U ∩ Desc(u) ̸= ∅ and
U ∩ Ou ̸= ∅. Under the linear contrastive loss, every uncaptioned concept k also has the exact
embedding

alin,∗
k = − N

2(M − 1)λ
z̄. (165)

Proof. Fix either loss and write {am}m∈[M ] for its optimal text embeddings. Let k ̸= k′ belong
to U . Exchanging ak and ak′ leaves the objective unchanged. Neither index occurs in a positive
term or a text-to-image term, the image-to-text terms sum symmetrically over concept indices, and
the ridge penalty assigns the same coefficient to both embeddings. The linear loss has a unique
minimizer by Proposition E.1, and the InfoNCE loss has a unique minimizer by Lemma F.1. The
swapped optimizer must therefore equal the original optimizer, so ak = ak′ .

Suppose every non-root am is nonzero, and fix a non-root non-leaf node u with U ∩Desc(u) ̸= ∅.
Choose v ∈ U ∩Desc(u). For every w ∈ U ∩Ou, the equality above gives aw = av , and therefore

ctxtu ≤ cos(au,av) = cos(au,aw),

where ctxtu is the descendant threshold in Definition D.7 at zero slack. Thus every w ∈ U ∩ Ou

is counted in HAS-Violtxt(u), which proves Eq. (164). If U ∩ Desc(u) and U ∩ Ou are both
nonempty, the right-hand side of Eq. (164) is positive, so HAS cannot hold. If any non-root optimal
text embedding is zero, the required cosine is undefined, so HAS cannot hold in that case either.
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For the additional linear characterization, fix an uncaptioned concept k. Then Ykj = Nk = 0 for
every j ∈ [N ], so Eq. (57) gives

Bkj =
1

2

(
0− 1

M − 1

)
+

1

2

(
0− 0

N − 1

)
= − 1

2(M − 1)
.

By Proposition E.1, the optimal embedding is therefore

alin,∗
k =

1

λ

N∑
j=1

Bkjzj (by Eq. (58))

= − 1

2(M − 1)λ

N∑
j=1

zj (substituting Bkj)

= − N

2(M − 1)λ
z̄ (by the definition of z̄),

which is Eq. (165).
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• The authors should reflect on the scope of the claims made, e.g., if the approach was only
tested on a few datasets or with a few runs. In general, empirical results often depend on
implicit assumptions, which should be articulated.
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• The authors should reflect on the factors that influence the performance of the approach. For
example, a facial recognition algorithm may perform poorly when image resolution is low or
images are taken in low lighting. Or a speech-to-text system might not be used reliably to
provide closed captions for online lectures because it fails to handle technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms and how
they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to address prob-
lems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by review-
ers as grounds for rejection, a worse outcome might be that reviewers discover limitations that
aren’t acknowledged in the paper. The authors should use their best judgment and recognize
that individual actions in favor of transparency play an important role in developing norms
that preserve the integrity of the community. Reviewers will be specifically instructed to not
penalize honesty concerning limitations.

3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and a
complete (and correct) proof?
Answer: [Yes]
Justification: All assumptions are provided before the results are stated, and proofs are provided
in the appendix.
Guidelines:
• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if they appear

in the supplemental material, the authors are encouraged to provide a short proof sketch to
provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented by
formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main exper-
imental results of the paper to the extent that it affects the main claims and/or conclusions of the
paper (regardless of whether the code and data are provided or not)?
Answer: [Yes]
Justification: Hyperparameters and evaluation protocols are detailed either in the main text or in
the appendix where relevant.
Guidelines:
• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived well by

the reviewers: Making the paper reproducible is important, regardless of whether the code and
data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken to
make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways. For
example, if the contribution is a novel architecture, describing the architecture fully might
suffice, or if the contribution is a specific model and empirical evaluation, it may be necessary
to either make it possible for others to replicate the model with the same dataset, or provide
access to the model. In general. releasing code and data is often one good way to accomplish
this, but reproducibility can also be provided via detailed instructions for how to replicate the
results, access to a hosted model (e.g., in the case of a large language model), releasing of a
model checkpoint, or other means that are appropriate to the research performed.
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• While NeurIPS does not require releasing code, the conference does require all submissions
to provide some reasonable avenue for reproducibility, which may depend on the nature of the
contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how to

reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe the

architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should either

be a way to access this model for reproducing the results or a way to reproduce the model
(e.g., with an open-source dataset or instructions for how to construct the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case authors are
welcome to describe the particular way they provide for reproducibility. In the case of
closed-source models, it may be that access to the model is limited in some way (e.g.,
to registered users), but it should be possible for other researchers to have some path to
reproducing or verifying the results.

5. Open access to data and code
Question: Does the paper provide open access to the data and code, with sufficient instructions
to faithfully reproduce the main experimental results, as described in supplemental material?
Answer: [Yes]
Justification: Code will be released upon acceptance. Used datasets/models are public.
Guidelines:
• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not be possible,
so [No] is an acceptable answer. Papers cannot be rejected simply for not including code, unless
this is central to the contribution (e.g., for a new open-source benchmark).

• The instructions should contain the exact command and environment needed to run to repro-
duce the results. See the NeurIPS code and data submission guidelines (https://neurips.
cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how to access
the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new proposed
method and baselines. If only a subset of experiments are reproducible, they should state which
ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized versions (if
applicable).

• Providing as much information as possible in supplemental material (appended to the paper) is
recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperparame-
ters, how they were chosen, type of optimizer) necessary to understand the results?
Answer: [Yes]
Justification: The experimental setting and hyperparameters are detailed either in the main text
or in the appendix where relevant.
Guidelines:
• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail that is

necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?
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Answer: [Yes]
Justification: Error bars are reported in relevant plots.
Guidelines:
• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence inter-

vals, or statistical significance tests, at least for the experiments that support the main claims
of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for example,
train/test split, initialization, random drawing of some parameter, or overall run with given
experimental conditions).

• The method for calculating the error bars should be explained (closed form formula, call to a
library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error of the

mean.
• It is OK to report 1-sigma error bars, but one should state it. The authors should preferably

report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis of Normality of
errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or figures
symmetric error bars that would yield results that are out of range (e.g., negative error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how they were
calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the computer
resources (type of compute workers, memory, time of execution) needed to reproduce the exper-
iments?
Answer: [Yes]
Justification: The GPUs we use are several NVIDIA RTX A5000 GPUs (24 GB each). More
details are in Appendix K.
Guidelines:
• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster, or cloud

provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual experi-

mental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute than the

experiments reported in the paper (e.g., preliminary or failed experiments that didn’t make it
into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the NeurIPS
Code of Ethics https://neurips.cc/public/EthicsGuidelines?
Answer: [Yes]
Justification: The research conducted in the paper follows the NeurIPS Code of Ethics.
Guidelines:
• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of Ethics.
• If the authors answer [No], they should explain the special circumstances that require a devia-

tion from the Code of Ethics.
• The authors should make sure to preserve anonymity (e.g., if there is a special consideration

due to laws or regulations in their jurisdiction).
10. Broader impacts
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Question: Does the paper discuss both potential positive societal impacts and negative societal
impacts of the work performed?
Answer: [N/A]
Justification: This is a theoretical paper analyzing the geometry of pretrained CLIP embeddings,
and we do not identify direct positive or negative societal consequences that warrant specific
discussion.
Guidelines:
• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal impact

or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses (e.g.,

disinformation, generating fake profiles, surveillance), fairness considerations (e.g., deploy-
ment of technologies that could make decisions that unfairly impact specific groups), privacy
considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied to par-
ticular applications, let alone deployments. However, if there is a direct path to any negative
applications, the authors should point it out. For example, it is legitimate to point out that
an improvement in the quality of generative models could be used to generate Deepfakes for
disinformation. On the other hand, it is not needed to point out that a generic algorithm for
optimizing neural networks could enable people to train models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is being used
as intended and functioning correctly, harms that could arise when the technology is being used
as intended but gives incorrect results, and harms following from (intentional or unintentional)
misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation strate-
gies (e.g., gated release of models, providing defenses in addition to attacks, mechanisms for
monitoring misuse, mechanisms to monitor how a system learns from feedback over time,
improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible release
of data or models that have a high risk for misuse (e.g., pre-trained language models, image
generators, or scraped datasets)?
Answer: [N/A]
Justification: The paper poses no such risks.
Guidelines:
• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with necessary

safeguards to allow for controlled use of the model, for example by requiring that users adhere
to usage guidelines or restrictions to access the model or implementing safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors should
describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do not re-
quire this, but we encourage authors to take this into account and make a best faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in the
paper, properly credited and are the license and terms of use explicitly mentioned and properly
respected?
Answer: [Yes]
Justification: All existing assets used in the paper are publicly released and credited at the point
of use:
• WordNet 3.0 [6]: BSD-style Princeton WordNet License, free for research and commercial use

with attribution.
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• ImageNet-1K [36]: ImageNet terms of access, non-commercial research use.
• OpenAI CLIP checkpoints [1]: MIT License, via the official openai/CLIP release.
• OpenCLIP code and checkpoints [37]: MIT License, via mlfoundations/open clip.
• DataComp / DataComp-1B [38]: MIT License, via mlfoundations/datacomp.
We use these assets within their stated terms.
Guidelines:
• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of service of

that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the package should

be provided. For popular datasets, paperswithcode.com/datasets has curated licenses for
some datasets. Their licensing guide can help determine the license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of the de-
rived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to the asset’s
creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [N/A]
Justification: The paper does not release new assets.
Guidelines:
• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their submis-

sions via structured templates. This includes details about training, license, limitations, etc.
• The paper should discuss whether and how consent was obtained from people whose asset is

used.
• At submission time, remember to anonymize your assets (if applicable). You can either create

an anonymized URL or include an anonymized zip file.
14. Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as well as
details about compensation (if any)?
Answer: [N/A]
Justification: This paper does not involve crowdsourcing nor research with human subjects. The
experiments were conducted on existing datasets and pre-trained models.
Guidelines:
• The answer [N/A] means that the paper does not involve crowdsourcing nor research with

human subjects.
• Including this information in the supplemental material is fine, but if the main contribution of

the paper involves human subjects, then as much detail as possible should be included in the
main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation, or
other labor should be paid at least the minimum wage in the country of the data collector.

15. Institutional review board (IRB) approvals or equivalent for research with human subjects
Question: Does the paper describe potential risks incurred by study participants, whether such
risks were disclosed to the subjects, and whether Institutional Review Board (IRB) approvals
(or an equivalent approval/review based on the requirements of your country or institution) were
obtained?
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Answer: [N/A]
Justification: This paper does not involve crowdsourcing nor research with human subjects. The
experiments were conducted on existing datasets and pre-trained models.
Guidelines:
• The answer [N/A] means that the paper does not involve crowdsourcing nor research with

human subjects.
• Depending on the country in which research is conducted, IRB approval (or equivalent) may

be required for any human subjects research. If you obtained IRB approval, you should clearly
state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions and lo-
cations, and we expect authors to adhere to the NeurIPS Code of Ethics and the guidelines for
their institution.

• For initial submissions, do not include any information that would break anonymity (if appli-
cable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or non-
standard component of the core methods in this research? Note that if the LLM is used only
for writing, editing, or formatting purposes and does not impact the core methodology, scientific
rigor, or originality of the research, declaration is not required.
Answer: [N/A]
Justification: LLMs were used only for editing purposes, not for the core methods.
Guidelines:
• The answer [N/A] means that the core method development in this research does not involve

LLMs as any important, original, or non-standard components.
• Please refer to our LLM policy in the NeurIPS handbook for what should or should not be

described.
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